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Spatial data management has been an active area of intensive research for more
than two decades. In order to support spatial objects in a database system sev-
eral issues should be taken into consideration including spatial data models,
indexing mechanisms, efficient query processing, and cost models. One of the
most influential access methods in the area is the R-tree structure proposed
by Guttman in 1984 as an effective and efficient solution to index rectangu-
lar objects in VLSI design applications. Since then several variations of the
original structure have been proposed to provide more efficient access, han-
dle objects in high-dimensional spaces, support concurrent accesses, support
I/O and CPU parallelism, and support efficient bulk loading. It seems that
due to the modern demanding applications and after academia paved the way,
recently the industry has recognized the use and necessity of R-trees. The sim-
plicity of the structure and its resemblance to the B-tree allowed developers to
easily incorporate the structure into existing database management systems
to support spatial query processing. In this book we provide an extensive sur-
vey of the R-tree evolution, studying the applicability of the structure and its
variations to efficient query processing, accurate proposed cost models, and
implementation issues like concurrency control and parallelism. Based on the
observation that “space is everywhere”, we anticipate that we are in the begin-
ning of the era of the “ubiquitous R-tree” in an analogous manner as B-trees
were considered 25 years ago.

Book Organization

The book contains nine chapters organized in four parts. We tried to keep each
chapter self-contained to provide maximum reading flexibility.

The first part of the book contains some fundamental issues and is com-
posed of three chapters. Chapter 1 is the introductory chapter. In this chapter
we give a brief introduction to the area, present the basic notations and the cor-
responding descriptions, and present the original R-tree access method, which
is the root of the family tree of access methods presented in the book. Chap-
ter 2 is devoted to the description of the most promising dynamic variations
of the R-tree. These methods support insertions, deletions, and updates and
therefore can be effectively used in a dynamic environment. Static variations
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of the R-tree are given in Chapter 3. These variations are optimized taking
into consideration that the dataset to be organized is given a priori.

The second part of the book is composed of two chapters and covers query
processing techniques that have been proposed to operate with R-trees. Chap-
ter 4 studies fundamental query types such as range queries, nearest-neighbor
queries, and spatial join queries. Each method is studied in detail, and the
corresponding algorithm is given in pseudo-code where appropriate. Chapter
5 explores more complex query types such as categorical range queries, multi-
way spatial joins, closest-pair queries, incremental processing, and approximate
query techniques. These queries are characterized by higher computation costs
and greater complexity than the fundamental ones, and therefore are covered
separately.

The adaptation of the R-tree to modern application domains is discussed
in the third part, which comprises two chapters. Chapter 6 studies the appli-
cation of R-tree-like access methods to spatiotemporal database systems. The
fundamental characteristic of these systems is that they handle temporal in-
formation in addition to the spatial properties of objects. Chapter 7 discusses
the use of R-trees in multimedia databases, data warehouses, and data min-
ing tasks. The exploitation of the R-tree by the aforementioned domains has
proven very promising to faster algorithms and query processing techniques,
taking into consideration the complexity of objects and the computationally
intensive operations required.

The last part of the book comprises two chapters. Chapter 8 studies query
optimization issues for R-tree based query processing. Formulae are given for
various query types that estimate the corresponding cost of the operation.
These formulae are valuable for cost-based query optimization and selectivity
estimation in modern database systems. Chapter 9 discusses some implemen-
tation issues regarding the R-tree access method. Many DBMS vendors have
incorporated the R-tree as an indexing technique for non-traditional objects.
Moreover, several research prototypes have implemented the R-tree to index
spatial or multi-dimensional objects.

The Epilogue at the end of the book summarizes our work and gives some
directions for future research in the area.

Intended Audience

We believe that this book (or parts of it) will be valuable to course instruc-
tors, undergraduate and postgraduate students studying access methods for
advanced applications. Moreover, it will be a valuable companion to researchers
and professionals working with access methods, because it presents in detail a
broad range of concepts and techniques related to indexing, query processing,
query optimization, and implementation. Finally, practitioners working in the
development of access methods and database systems can use this book as a
reference.
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How to Study This Book

The order of presentation is the proposed reading order of the material. How-
ever, according to the reader’s expertise in the area, it is possible to focus
directly on the topic of interest by studying the corresponding chapters. Ex-
pert readers could skip the first part of the book, whereas non-experts are
encouraged to start from the beginning. Evidently, if the reader wishes to
study more details with respect to a specific topic, then the corresponding
references should be consulted.

More precisely, undergraduate students can focus on Chapters 1 through
4 and Chapter 9 to grasp the main characteristics of the R-tree and related
access methods, and to understand how query processing is performed in a
spatial database system. Postgraduate students will find Chapters 5, 6, and 8
motivating for further research in the area, because efficientquery processing
and optimization techniques are active research fields. Course instructors and
researchers should study all the material to select parts of the book required
for class presentation or further research in the area.
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