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Abstract: In this paper, we explore a novel locality optimizing algorithm for developing 
stream programs in Imagine to sustain high computational ability. Our specific 
contributions include that we formulate the relationship between streams and 
kernels as a Data&Computation Matrix (D&C Matrix), and present the key 
techniques for locality enhancement based on this matrix. The experimental 
results on five representative scientific applications show that our algorithm 
can effectively improve the computational intensiveness and avoid the 
utilization of index streams to achieve high locality in LRF and SRF. 
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1. INTRODUCTION 

Imagine is a programmable stream processor that implements an efficient 
memory hierarchy including several local register files (LRFs) with a 256-
word scratchpad unit (SP), a 128 KB stream register file (SRF) and off-chip 
DRAM to sustain high computations1,2. The stream applications on Imagine 
are structured as some computation kernels that operate on sequences of data 
records called streams3. Imagine achieve high performance when the stream 
applications4,5 present the fine locality in LRF and SRF to fully utilize so 
many ALUs. However, the straightforward coding of scientific programs 
does not exhibit sufficient locality to effectively exploit the tremendous 
processing power of Imagine. Therefore, in this paper, we explore a novel 
locality optimizing algorithm for developing stream programs in Imagine to 
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achieve high memory performance. Our specific contributions include that 
we formulate the relationship between streams and kernels as the 
Data&Computation Matrix (D&C Matrix), and present the key techniques 
for locality enhancement based on this matrix. We implement our algorithm 
to five representative scientific applications on the ISIM simulation of 
Imagine. The results show that our algorithm can effectively improve the 
computational intensiveness and avoid the utilization of index streams to 
achieve high locality in Imagine. 

2. D&C MATRIX  

Loops and arrays are fundamental structures of most scientific 
applications. Thus our approach is based on building a matrix called the 
Data&Computation Matrix (D&C Matrix) for a given program shown in Fig. 
1. Each raw of the D&C Matrix represents an array and each column of this 
matrix describes the access pattern of a loop. The item in the ith row denoted 
Di and the jth column denoted Lj position of the D&C Matrix corresponds to 
a mapping denoted as mij: Di→Lj. We define the computation distance 
Cdistance(x,y) as the number of iterations between x and y such that 
Cdistance(x,y)=y-x and the data distance Ddistance(c,d) as the interval 
between the two data layouts such that Ddistance(c,d)=d-c. 
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Figure 1. The D&C Matrix and the mapping in the matrix 

Furthermore, we treat loop iteration spaces unrolling as the stream 
organization pattern. We formulate this approach as follows, where ORG(i,j) 
denotes the stream organization, the symbol “ら+ ” denotes the connection of 
different data sequences, max(x) is the maximum iteration of the loop body. 
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Thus, the layout of the basic stream6 is important for it affects the stream 
organization. By analyzing the D&C Matrix, form the basic streams 
according to the least common array region of the most time-consuming 
loops. We formulate the basic stream layout of each array as follows, where 
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f is the time-consuming factor that presents the importance of each loop for 
basic stream layout.  
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3. PROGRAMMING OPTIMIZATION FOR 
LOCALITY ENHANCEMENT  

3.1 Improving LRF Locality 

The enhancement of LRF locality can reduce wire delay between clusters, 
improve computational intensiveness and increase the utilization of LRF7. 
Thus we present the locality optimizations of LRF for shortening the 
computation distances and the data distances in the D&C Matrix. 

3.1.1 Enhancing temporal locality in LRF 

Enhancing LRF temporal locality can increase the computational 
intensiveness to sustain high computational ability. We provide the 
following formula for the fine temporal locality in LRF. 
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First, aiming at producing computational intensive kernels, we centralize 
all the computations that perform on the same stream into a large kernel 
based on the following formula, and yield a new computational intensive 
matrix. 

( ) ( )( )( )( )φ≠∈∃∈∀ amamDaLjj
21 ijijij21 I  

Second, we consider reducing the computation distance in the new D&C 
Matrix as follows. 
1. Avoiding wire delay between clusters 

Due to wire delay becoming increasingly important in locality 
enhancement, we can’t assign the dependent data to different clusters but to 
the same cluster. There is no influence of wire delay when the following 
formula is satisfied, where clusteri denotes the records in the ith cluster. 

( )( )( ) φ=≠=∀∀ − }xy&70y|cluster{clustermmji yxij
1

ij LI  
2. Shortening the computation distance between loops 

Data dependence tells us that two references point to the same LRF 
location, thus the computation distance can be shortened by eliminating the 
loop-carried dependence8. If the dependence can’t be eliminated, we 
consider tiling the computation space9. Thus the dependences just exist 
within inner loops. The left part of Fig. 2 shows the optimizations. 
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3. Reducing the dependent threshold in the inner loop 
To achieve fine-grained optimization, we need reduce the computation 

distance in the innermost loop, that is, reduce the dependent threshold. We 
can eliminate the intermediate variables to centralize the computations on 
the same record as many as possible. 

eliminate loop-carried dependence 

tile the computation space 

a b c a c b

computations 

basic stream 

computations 

basic stream 
   

data alignment

computations 

basic stream 

combining records 
..  

Figure 2. Enhancing temporal and spatial locality in LRF 

3.1.2 Enhancing spatial locality in LRF  

Since LRF can’t make random access, the spatial locality in LRF is 
successive and limited to the LRF capacity and the overhead caused by SPs10. 
We provide the following formula for fine kernel spatial locality. 

( ) ( )( ) ( ) ( )( )KLLKDD|1amamDaji jiijiji ∈∈±=∈∀∀∀ I  
1. Enhancing spatial locality of long stream  

We must avoid the very latter part of a long stream reusing the previous 
data due to the limited LRF capability and SPs. One side, the loop-carried 
dependence need be eliminated for avoiding the LRF reuse11; on the other 
side, tile the data space and restructure the data stream in LRF so that a 
single strip length fits in LRF and reduce the utilization of SPs. 
2. Shortening the data distance in the inner loop 

The iterations of the inner loop need to be placed into a cluster to 
enhance high spatial locality. First, we can align different records referenced 
by the same computation or combine these records to a big record12, and 
thereby the data distance can be reduced so that achieve fine spatial locality 
in LRF, which is shown in the right part of Fig. 2. Second, we can apply 
loop interchange to reduce the data distance according to the access pattern 
of the basic stream. Last, we need to reduce the intermediate variables to 
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utilize the fewest SPs. We formulize the number of SPs kept before iteration 
y, where NUM(X) denotes the number of sequence X. 
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3.2 Improving SRF Locality  

The locality in SRF is exposed by forwarding the streams produced by 
one kernel to subsequent kernels13.  

3.2.1 Unifying streams between kernels 

First, we alter the streams’ region to make the streams in successive 
kernels uniform shown in the left of Fig. 3. Then we can transfer some 
computations to the next kernel to reduce the intermediate results given in 
the right of Fig. 3. Last if some parts of a long stream can be reused between 
kernels, we consider strip-mining the stream to enhance SRF locality. 

kernel 1 

basic 
stream 
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kernel 1 

basic 
stream 

kernel 2 

 kernel 1 

basic 
stream  

kernel 2 
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basic 
stream  

kernel 2  

Figure 3. Unifying streams between kernels 

3.2.2 Make full use of the SRF capacity 

Above all if some loops in the successive kernels exist data dependency, 
we can transfer the loops in the previous kernel to the next kernel. This idea 
can reduce the intermediate results to make full use of the SRF capacity and 
enhance SRF reuse. Second, if some parts of a long stream can be reused 
between multiple kernels, we consider strip-mining the stream to enhance 
SRF locality and reduce off-chip memory access overhead. 

3.2.3 Avoiding the utilization of index stream 

The usage of index streams makes stream organization flexibly, but it 
also loses the SRF locality owing to too much extra overhead of DRAM 
reordering. So we must avoid using index stream as follows.  
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1. Organizing streams as the basic stream 
To avoid using index stream that reduces SRF locality, we need select 

successive basic streams as operation objects of kernels by using loop 
interchange etc. transformations. 
2. Data-centric loop splitting 

We bring forward a new transformation to avoid index stream for higher 
locality, which is data-centric loop splitting. We can distill the computations 
that reuse data with large temporal span as self-governed loop. 

3.3 A locality optimizing algorithm  

In this section, we develop a locality optimizing algorithm for stream 
program generation denoted LOA shown in Fig. 4. 

Figure 4. The LOA algorithm 
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ALGORITHM: KernelLocality(  i(Mij ))
INPUT:   i(Mij )is the jth column of M
OUTPUT: the kernel with fine locality
for each i  

 

avoid the utilization of index streams 
    for each c, dˉDi

 if Mij(c) = Mij(d)
      put c and d on the same cluster

judge if the dependence can be eliminated 
if success  then 
     eliminate the loop-carried dependence 
     InnerLoopLocality(  i(Mij ))
else 
     tiling the loop
     InnerLoopLocality(  i(Mij ))

ALGORITHM: InnerLoopLocality(  i(Mij ))
INPUT:   i(Mij )is the jth column of M 
OUTPUT: the loop with fine locality 
for each i  

for each c ˉDi  then 
reduce the intermediate variables 

between two computations on c
for each d ˉDi & dΟc  then begin
  if Mij(c) = Mij(d)
    combine c and d to a big record
    or data alignment  

for each x, y ˉLj

if Mij
-1(x) = Mij

-1(y)  
reduce Cdistance(x,y)

ALGORITHM: LOA
INPUT: The serial program P
OUTPUT: A stream program with fine locality
form the D&C Matrix of P, denoted M
ProgramLocality(M)
for each Lj 
      KernelLocality(  i(Mij )) 

ALGORITHM: ProgramLocality(M)
INPUT: The D&C Matrix of P, denoted M 
OUTPUT: A new D&C Matrix
for each j
    for each c and d
         if McjΟ0 & MdjΟ0
              distribute(Lj)
for each i
    for each x and y
         if MixΟ0 & MiyΟ0 
              merge(Lx, Ly)
for each j and i
    if output(Mij

-1(Lj))ˇinput(Mij+1
-1(Lj+1))Οれ

         schedule(Di, Lj+1)    
for each j and i  
     common= Mij

-1(Lj)ˇMij+1
-1(Lj+1)

    if commonΟれ then begin 
         if common > T 
              unify(Mij

-1(Lj), Mij+1
-1(Lj+1))

         else
              stripming(Mij

-1(Lj), common)
              stripming(Mij+1

-1(Lj+1), common)
for each i and j
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First, LOA algorithm forms the D&C Matrix of the program that need to 
be expressed as stream program. Then apply ProgramLocality algorithm 
for data-centric program restructuring to enhance the locality and 
computational intensiveness between kernels. Afterward it employs the 
routine KernelLocality to optimize the locality of each kernel. 

ProgramLocality first analyze the profile information to find the most 
time-consuming parts that need be streaming. And increase the computations 
per words by loop distribution and loop fusion based on the D&C Matrix 
transformations. Then schedule partial computations to the next kernel and 
reuse the same data region between kernels by unifying stream or strip-
mining stream to enhance the SRF locality. Last, form the basic streams 
according to least common array region of high access frequency by 
profiling. 

KernelLocality first avoids the utilization of index streams to enhance 
the SRF locality. Then optimize the LRF locality. It assigns the dependent 
data to the same cluster to avoid the wire delay between kernels. And 
increase the locality of long streams by eliminating the loop-carried 
dependence between loops or tiling the computation space. Finally, invoke 
InnerLoopLocality to reduce the computation distance and data distance in 
the inner loop by eliminating the intermediate variables, enlarging the 
records, aligning different records and reducing the dependent threshold. 

4. EXPERIMENTAL RESULTS AND ANALYSIS 

Five representative scientific programs are used to evaluate our LOA 
algorithm on ISIM simulator14 that is a cycle-accurate simulator of Imagine, 
including Swim, Dfft, Transp, Vpenta and N-S. Swim is a weather prediction 
program for comparing the performance of current supercomputers in 
SPEC2000. Dfft and Transp are the most time-consuming subroutines in 
Capao that is an application on the field of optics. Vpenta is one of the 
kernels in nasa7. N-S is an application of solving partial differential equation 
of fluid dynamics for the flow of an incompressible viscous fluid. 

Fig. 5 shows the computational intensiveness that is a significant 
representation of LRF locality by applying our LOA algorithm. Groups of 
bars represent the original version (Orig) of each application and the version 
optimized with LOA algorithm (LOA). We can observe the LOA 
optimization improves the computations per memory accesses of the five 
programs. However Swim and Transp achieve a little varying, because Swim 
has too many data and irregular access pattern so that the loops are difficult 
to be distributed or combined, and all the arrays in Transp are referenced 
rarely leading a little variety of computational intensiveness compared with 
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original stream program. The LOA optimization can centralize all 
computations in Vpenta, Dfft and N-S to a kernel due to repetitive references 
to each array in these programs. 

Figure 5. Computational intensiveness          Figure 6. The reduction of index streams 

Fig. 6 shows the reduction of index streams by applying LOA to present 
the variety of SRF locality. One of the key techniques in LOA is to form 
appropriate basic streams so that the number of index streams can be 
reduced. But in Swim, the choice of basic stream has little effect on stream 
forming owing to complex data access pattern. Dfft has a few data in 
original stream program, so the index streams are lessened a little too. The 
index streams of Transp, Vpenta and N-S reduce observably for achieving 
higher performance. In Transp, lessening the scale of original basic streams 
at the beginning of this program can avoid a great deal of index streams. The 
index stream can be eliminated in Vpenta by applying MBO when stream is 
short due to regular data access pattern by using SPs in kernel. In N-S, the 
basic stream reorganization plays an important role of reducing index 
streams. 

Fig. 7 presents the variety of computation rate of these applications 
measured in the number of operations executed per second by applying LOA 
optimization. Our LOA optimization assigns all dependent data to a cluster, 
avoiding communication delay and memory access latency. However Swim 
optimized by LOA still presents overfull index steams so that memory delay 
can’t be overlapped, resulting in low computation rate. Despite Transp and 
Vpenta both achieve higher LRF locality by eliminating loop-carried 
dependence between inner loops and shortening dependent threshold in inner 
loop, their computation rate are increased a little, because both low 
computational intensiveness of Transp and the usage of index streams in 
Vpenta when streams are long make overlapping memory latency difficultly. 
N-S also presents high computational density by applying LOA optimization, 
however the computation rate of N-S is slow because it invokes inefficient 
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mathematical kernels for many times. The high computation rate of Dfft 
indicates that the stream programming system delivers high computational 
density on this application. 

Figure 7. The variety of computation rate 

Table 1 illustrates the efficiency of the program yielded by our 
optimization (LOA) compared with original stream program (Orig). It is 
obvious that our optimization provides high speedup of Dfft, Transp, Vpenta 
and N-S due to fine locality. And compared with highly sensitive to memory 
latency of general processor, these applications can hide latency to achieve 
good performance. But for data intensive applications such as Swim, the 
speedup is low due to irregular access pattern so that our optimization can’t 
hide memory access latency. In conclusion, Swim is not well suited for the 
Imagine architecture. 

Table 1. Comparison of different scientific applications by applying LOA 

  Swim Transp Vpenta Dfft N-S 
Cycles(Orig) 8.10E+09 1.98E+07 4.97E+07 5.07E+11 1.68E+08 
Cycles(LOA) 6.69E+09 9.28E+06 1.69E+07 9.71E+10 4.36E+08 
Speedup 1.21 2.13 2.94 5.22 2.60 

5. CONCLUSION AND FUTURE WORK  

In this paper, we explore a novel locality optimizing algorithm for 
developing stream programs in Imagine to fully sustain high computational 
ability. Our specific contributions include that we formulate the relationship 
between streams and kernels as the Data&Computation Matrix (D&C 
Matrix), and present the key techniques for locality enhancement based on 
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this matrix. The results show that our algorithm can achieve high locality in 
LRF and SRF. 

One future work is to research more programming optimizations to 
exploit more architectural features of Imagine. Another is to search more 
scientific applications suited for stream architecture by applying our 
algorithm. 
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