Preface

Conceptually, information that is relevant to a database application consists of ob-
jects and relationships. Since the advent of object-orientation in the 1980s, much
emphasis has been placed on objects and, in my opinion, too little on the relation-
ships that exist among them. Many books have been written about objects. This
book is about relationships.

The emphasis on objects in software systems analysis, design, and implementa-
tion has improved the productivity of developing and maintaining software systems.
I believe that placing more emphasis on relationships can have a similar effect, espe-
cially for database systems. This book is founded on that belief.

Motivation

The motivation for this book is the same as the motivation driving the research and
its results that are the subject of this book. This motivation originated in 1990 when
I attended a class on Ontos, an early object database management system (ODBMS).
Despite much support in the system for the storing of objects, i.e., object persistence,
I saw little support for relationships, specifically the types of relationships that bind
different objects together. A classic example of this type of relationship is the one-
to-many relationship that binds each object representing a department to the objects
representing the employees who work for the department. The support for such rela-
tionships improved little in later ODBMSs and in a subsequent ODBMS standard. 1
viewed the support for relationships in ODBMSs to be slightly less than that pro-
vided by relational database management systems (RDBMSs).

And this latter support has, I believe, been dismal, especially when one considers
the age and pervasiveness of RDBMSs and the fact that for decades relational data-
bases have been developed based on the Entity-Relationship (ER) model. This belief
has provided even more motivation for the contents of this book. When the relation-
ships defined in ER models are implemented in relational databases, much of their
meaning—expressed by their one-to-one, one-to-many, many-to-many, and cardinal-
ity notations—is lost or very difficult to resurrect. Support for these concepts is
lacking in RDBMSs, which makes implementation unnecessarily more difficult and
error-prone.

I will “come clean” on another motivation for my research and this book. I con-
fess I have a passion for relationships. I find them fascinating! There are so many
different kinds, and it is often a challenge to try to discover their essence. What is it
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that makes one type of relationship different from or similar to another? Some as-
pects of a relationship’s nature can be defined mathematically, but others often seem
only “vague notions.” For example, the notions of “containment” contribute to the
nature of many relationships, e.g., a car contains, or is composed of, many parts. But
what exactly is containment? It seems to come in different “flavors”™—e.g., a car
also contains materials like plastic, which aren’t really “removable,” and a car may
contain passengers, which certainly must be removable. Can these flavors of con-
tainment somehow be generically defined and distinguished so that they can be ulti-
mately and properly “appreciated,” i.e., managed, by a DBMS?

Purpose

The purpose of this book is to highlight in more detail the lack of support for rela-
tionships in DBMSs but, more importantly, to point a way toward improvement. To
this end, I describe in this book a simple, yet powerful notation that modestly ex-
tends the basic ER model and its more modern, standard incarnation, the UML class
diagram. This notation, the Object Relationship Notation (ORN), allows the true na-
ture of relationships—more specifically, “associations” using UML terminology—to
be more precisely defined. It also allows these relationship definitions to be included
in a data definition language (DDL), like SQL. This permits a more direct mapping
from model to implementation and facilitates better support for relationships in
DBMSs, both object and relational.

In this book, I also describe patterns and software tools that demonstrate how
ORN can be used to more productively model and implement databases. The pat-
terns are given in Chapter 4, and the software tools are available via the Web. (See
the Downloads section later in this Preface.) The patterns, called association pat-
terns, assist in developing a better understanding of relationships and in modeling
data, regardless of whether ORN is used. The software tools—ORN Simulator, Ob-
ject Relater Plus, and ORN Additive—can be used as research tools to verify the ex-
amples given in this book, to test others, and to serve as prototypes for development
efforts that would integrate ORN into a commercial modeling tool or DBMS. In ad-
dition, the software tools can be used to assist in the development of real database
applications, and the ORN Simulator can serve as a pedagogical tool for learning the
concepts of data modeling and transaction processing.

The research results I describe in this book do not relate to a “sizzling” area of re-
search in computer science. Rather, they relate to a traditional area—namely, data
modeling and database definition—where little research is occurring, where the ma-
jor advancements were made in the 1970's, where much effort since then has been on
standardization, and thus where any breakthrough is slow to be adopted. Neverthe-
less, this book is an effort on my part to present and promote some practical research
results that I feel can advance the state-of-the-art in this traditional area. I believe
that these results can be adopted with little cost and can significantly improve the
productivity of developing database systems and improve their integrity.



Preface iX

Readers

The intended readers for this book are researchers in database systems, developers
of DBMSs or data modeling tools, practitioners of database systems development,
and students of database management. Others who may be interested are software
engineering researchers or anyone having an interest in data modeling, database de-
velopment, or simply learning more about relationships. The book can be used as a
supplemental text for courses in database management or database modeling where
students use association patterns or one or more of the tools that are discussed.

The prerequisite knowledge for the reader is a basic understanding of data struc-
tures, files, and databases. The database knowledge needed is that normally obtained
in an introductory course in database management—most importantly, a familiarity
with the ER model, relational databases and SQL, and to a lesser extent object data-
bases. In Chapter 1, I provide a brief overview of all of these topics. I use UML
class diagrams extensively throughout the book. In Chapter 1, I explain these dia-
grams so that a reader familiar with ER diagrams should develop a sufficient under-
standing.

Structure

This book is divided into three parts. The first part contains introductory material
about relationships in general and ORN in particular. This material is intended for
all readers. The second part contains material for readers interested in using ORN to
develop database applications or for readers merely interested in developing a better
understanding of the benefits and capabilities of ORN. The third part is for readers
interested in including support for ORN in database modeling tools or DBMSs or for
readers merely interested in investigating the algorithms required for implementing
ORN. Here is a brief summary of each chapter:

Part I About Relationships and ORN

e Chapter 1, Introduction: Including a Brief History of Relationships, provides
a general introduction to relationships, gives a brief history of relationships in
terms of how we have understood and recorded them over the years, and discusses
some of the problems encountered today in modeling and recording, i.e., imple-
menting, them using DBMSs. The historical account provides a short review of
relational databases and UML class diagrams, which should prove helpful in un-
derstanding the remaining contents of the book.

o Chapter 2, Object Relationship Notation (ORN), provides the syntax and se-
mantics for ORN—i.e., its form, both textual and graphical, and its meaning—and
gives examples of associations to illustrate the meaning of the notation’s symbols.

e Chapter 3, ORN Simulator: A Modeling Tool Where Associations Come
Alive, presents a modeling tool that the reader can access via the Web. This tool
allows its user to easily experiment with ORN and thus develop a better under-
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standing of its semantics. The user can easily create an ORN-extended database
model and then manipulate a prototype database in the context of the model. By
creating and deleting objects and creating, destroying, and changing associations
in the database, the user readily sees the effects of different ORN specifications.

e Chapter 4, Association Patterns: Emerging from a Variety of Association
Types, provides examples of the variety of associations that can be defined using
ORN and identifies among them some association patterns that can be used to
guide database modeling.

e Chapter 5, Comparing ORN to Similar Declarative Schemes, compares ORN
to similar schemes for declaring relationship semantics in terms of simplicity and
expressive power. It also discusses how ORN relates to efforts to better define
the semantics of whole-part relationships.

Part IT Using ORN to Develop a Database System

e Chapter 6, ORN Additive: A Tool for Extending SQL Server with ORN, dis-
cusses a tool that allows its user to add ORN support to Microsoft’s SQL Server.
The tool automatically generates the T-SQL triggers and stored procedures that
are required to implement ORN-defined associations in a database application.

e Chapter 7, Object Relater Plus (OR+): An ORN-Extended Object DBMS,
discusses a tool that allows its user to add ORN support to Progress’s Object
Store. The tool automatically generates the C++ methods that are required to im-
plement ORN-defined associations in an object database application.

e Chapter 8, Mapping Database Models to DDLs: From ORN-Extended Class
Diagrams to ORN-Extended DBMSs, shows how one can easily map the ORN-
defined associations in a class diagram to an ORN Additive/T-SQL definition of a
database or an OR+ Object Database Definition Language (ODDL) definition of a
database.

e Chapter 9, Association Semantics: Dealing with the Subtleties, Inconsisten-
cies, and Ambiguities, discusses some of the finer points about association se-
mantics and how certain association definitions can lead to associations and com-
binations of associations that are mathematically inconsistent, likely inconsistent,
or ambiguous. Database developers can better identify and deal with such asso-
ciations when their semantics are defined by ORN.

Part III Adding ORN to the DBMS

e Chapter 10, A Conceptual Implementation of ORN: Exploring Semantic Cir-
cularity and Ambiguity, provides algorithms, which are independent of database
type, for the implementation of ORN. Based on these algorithms, it also discusses
the circularity and clarity of ORN semantics in the presence of link cycles within
a database. A theorem is stated and proved about the clarity of ORN semantics.

e Chapter 11, Adding ORN to the SQL Standard for RDBMSs, provides the syn-
tax and semantics for adding ORN to the SQL relational DBMS standard.

e Chapter 12, Adding ORN to the ODMG Standard for ODMSs, provides the
syntax, semantics, and algorithms for adding ORN to the ODMG 3.0 standard for
Object Data Management Systems (ODMSs).
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The diagram in Fig. P.1 shows the dependencies between chapters and thus the
order in which chapters can be read. A reader very knowledgeable of data modeling,
class diagrams, and database management systems can skip Sections 1.1 and 1.2 of
Chapter 1, but should read Sections 1.3 and 1.4 for a proper introduction to the sub-
ject matter of this book. If desired, Chapters 2 and 3 can be studied together to allow
experimentation and perhaps a better understanding of the contents of Chapter 2.
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Fig. P.1. Dependencies between chapters

Downloads

The ORN Additive and Object Relater Plus (OR+) software tools, which are dis-
cussed in this book, can be downloaded from www.siue.edu/~behlman. Access the
site and click on the “Download Software” link.
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