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1 Introduction

The Cognitive Packet network [1–4] is a QOS-oriented packet routing protocol,
which is decentralised, distributed and adaptive. The CPN concept emerged in 1999,
and has been applied to several network types: energy-constrained sensor networks
[5], integration with IP networks [6], building graphs [7], etc., and to solve different
problems access control [8], attack defensemechanisms [9], congestionmanagement
[10], emergencymanagement [11] andmore. A comprehensive overview of the work
on CPN can be found in [12].

CPN has the particularity of being based on search techniques [13, 14] using
dedicated exploratory packets, the “Smart Packets” (SPs), which explore various
paths and let CPN maintain a current knowledge of the network. SPs can be issued
by any node, and their next direction is chosen independently by each node they visit.
A variety of algorithms exist to guide incoming SPs, and of particular interest for
this paper, Random Neural Networks (RNNs) [15, 16]. RNNs “learn” which areas
of the network are most worth exploring and direct SPs there. RNNs are hosted on
each node and learn through reinforcement learning, with feedback provided by SPs
which backtrack once they have identified a valid path.

This constant network exploration allows CPN to respond to changes in network
conditions with low latency, yet without conducting extensive or systematic network
searches, thanks to the intelligence provided by the RNNs. The performance and
overhead-efficiency of CPN with RNNs is subject to several parameters. Of interest
in this paper, is the influence of the “drift parameter”, which controls the ratio of SPs
forwarded according to the RNN, as opposed to randomly. To the best of our knowl-
edge, all of the literature on CPN reports on trials of CPN for particular applications,
but provide little to no information on how parameters are set [17, 18]. Our paper
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aims at addressing the gaps in the literature regarding the role played by each CPN
parameter on the algorithm’s performance.

In the following section, we present the CPN algorithm and RNNs in further
detail. These concepts have been extensively covered in the literature, therefore we
limit this introduction to the parts which are strictly relevant to our experiments. The
third section analyses the effect of the drift parameter on CPN’s performance during
the initial knowledge buildup phase (convergence), using a bench-test setup. Finally,
we draw conclusions on the overall influence of each metric and propose directions
for future work.

2 CPN and RNN Operation

CPN relies on a small but constant flow of “Smart Packets” (SP) dedicated to network
condition monitoring and new route discovery. SPs are routed on a hop-by-hop basis,
where each node visited independently decides of their next direction.While a variety
of algorithms canbe used to guideSPs, the aim is to focus the streamofSPs in themost
worthwhile areas of the network, while limiting random or complete graph searches.
To prevent “lost” SPs from wasting resources, they are also given an upper limit on
the number of nodes they can visit. Once a SP reaches its intended destination, it
backtracks along its original path (with loops removed) and shares the information
gathered along the way with every node. By gathering information from returning
SPs, every node is able to build a “source-routing” route table, which is used to guide
regular payload-carrying packets.

2.1 SP Routing

Smart Packets are routed on a hop-by-hop basis independently by each node. A va-
riety of algorithms exist to determine the SP’s next hop: they can be forwarded in
randomly-chosen directions, and will perform a random walk of the network. The
“Bang-Bang” [19] algorithm assumes an a priori knowledge of the network, which
allows nodes to determine an “acceptable” range of route performance. If the known
route falls within the “acceptable” range, SPs follow the best-known route; other-
wise, the node promotes exploration by forwarding SPs at random. This approach
is limited as it relies on a priori knowledge of the graph. Another approach is the
Sensible routing policy [20] which forwards SPs probabilistically, based on the last
path performance returned by each neighbouring node. The main challenge with
this approach is to determine a mapping between path quality and corresponding SP
forwarding probabilities. Approaches based on Genetic Algorithms have also been
presented in the literature [21]. Another approach consists of running a Random
Neural Network (RNN) [15, 16] in each node, and let it “learn” the areas most worth
exploring and directs SPs there.
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2.2 RNNs

Random Neural Networks [15, 16] are a form of neural networks inspired from bio-
physical neural networks, where, instead of having neuron activity defined as binary
or continuous variable, it is defined as a potential, and nodes send “spikes” at random
intervals to one another. RNNs have been applied to various problems, including task
assignment [22], video and image compressing [23], and more. Each CPN node on
the network runs an RNN, and a neuron is associated to each outgoing link. The
node forwards incoming SPs to the node associated with the neuron with the highest
level of excitation. Therefore, the global aim is to “train” the RNN so that the most
excited neurons correspond to the neighbour nodes, which are most worth visiting.
Training is done through reinforcement learning, using the information provided by
successful SPs backtracking along their original path. An in-depth presentation of
the RNN model and training process can be found in [15, 16]. CPN nodes occasion-
ally disregard the RNN’s advice and forward incoming SPs in a random direction to
promote network exploration. This occurs when the RNN is in its initial state, before
any feedback is provided by successful SPs. Past this initial phase, the CPN nodes
also probabilistically forward SPs at random to prevent the RNNs from becoming
overtrained (by sending the SPs on the same paths over and over). Forwarding a SP at
random is referred as “drifting”, and we define the drift parameter as the probability
that an incoming SP will be forwarded according to the RNN’s advice.

3 Experiments

In this section, we present a bench-test of the CPN algorithm, with an aim to reveal
how the drift parameter influences CPN’s performance. Our bench-test focusses on
CPN’s initial knowledge gathering phase: the “convergence” process. This experi-
ment was conducted as part of a project where CPN was used as a routing algorithm
for emergency building evacuations. The graph we use in this bench-test represents
a three-storey building and consists of 240 nodes and 400 edges. Thus, CPN’s aim is
to identify a path from each node towards the nearest “sink”: one of two exits located
on the first floor. Our experimental protocol consists of letting all node send one SP
(we refer this as a “batch” of SPs), and after each batch, we consult the routing table
of each node: a score of Q P = 0 is assigned if the node has not resolved a path yet.
Otherwise, the score correspond to the ratio (expressed as percentage) of the shortest
path’s length (found using Dijkstra’s algorithm) over the length of the path identified
by CPN—so that the score is 100% if CPN identifies the shortest path.
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4 Results

Let us consider two trivial case-studies using the extreme values of the drift parameter
to explore its expected influence on CPN’s performance:

DriftParameter = 0. In this configuration, the nodes systematically disregard
the RNN’s advice and forward SPs at random. SPs effectively perform a random
walk of the network, and thus any finite path has a non-zero probability of being
visited through random walk. However, a path involving more nodes, or nodes with
a higher degree is less likely to be visited.

DriftParameter = 1. Let us recall that a newly-initialised RNN which has not
received any feedback has all its neurons in a “tie”. This tie is broken by choosing
one direction at random, thus SPs explore the network at random while searching
for a valid path. As soon as a SP discovers a valid path, all neurons along that path
receive positive reinforcement and become the most excited neurons. Because of
the drift parameter setting, subsequent SPs will not drift and will follow the path of
the most excited neurons (which corresponds to the path of the first successful SP),
and further reinforce them indefinitely. This means CPN will only resolve one single
path per departure node, and there are no guarantees on its optimality, since it was
discovered through a random walk and is never further optimised through random
exploration.

From these two case studies, we can infer that a low drift parameter guarantees
that, given time, the optimal path will eventually be found, however the process
might be extremely slow since the knowledge gathered by the RNN is disregarded.
On the other hand, higher drift parameter values ensure a solution will be reached
rapidly as information gathered by previous SPs is systematically re-used to guide
the subsequent ones. However, this initial solution may be sub-optimal, and further
improvement may be slow or limited because of an over-training phenomenon: the
same sub-optimal path is reinforced over and over.

4.1 Overall Route Quality

Figure1 illustrates the path resolution process for three representative values of drift
parameter. The top graph illustrates the “slow-but-steady” learning process asso-
ciated with low drift parameter values (i.e. mostly random SP movement): over a
quarter of the departure nodes have no valid path by the second SP batch. At the end
of the experiment, some nodes still have no path resolved, yet it is clear that CPN
continues making small but continuous improvements at each step, as the box-plot
gradually shrinks towards 100%. On the other hand, the bottom graph associated to
a high use of the RNNs exhibits the quickest initial path resolution process: CPN
has resolved a path for most departure nodes after sending only one batch of SP.
However, compared with the middle graph (drift parameter= 0.5), the median takes
longer to reach 100% in the long-term, and the box plots remain wider at the end
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Fig. 1 Box-Plot showing the evolution in route quality based on the number of SPs sent. One
sample for each 240 departure node. The top graph shows the “slow but steady” learning associated
to low drift parameters, while the bottom one shows the “quick but approximate” discovery with
high drift parameter

of the experiment. Past a fast learning phase, high drift parameter values lead to
stagnation with sub-optimal values. Finally, the graph in the middle of Fig. 1 shows
a “middle ground” where some of the initial resolution speed is “traded off” for a
sustained higher improvement rate: while it takes five batches of SP for every node
to acquire a path, the quality of the routes by the eighth SP batch is highest across
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all experiments presented. This indicates that CPN’s behaviour can be modulated
through the drift parameter, to meet the needs of applications which place a higher
emphasis on either convergence speed, or solution quality.

4.2 Spatial Convergence

Having considered the overall convergence process of CPN, we now focus on its
spatial features, to see if the convergence rate depends on the node’s location. The
figures arranged in Table1 read as follows: vertically, each graph represents the
path quality at three different stages of the convergence process: after {1, 5, 10}
SP batches. Horizontally, we display the graphs for three drift parameters values:
{0.1, 0.5, 0.9}. Each cell contains a “flattened” view of the building graph, with the
ground floor at the bottom. The graph is colorised in shades of grey where black
corresponds to Q P = 0% (no path) and white to Q P = 100% (optimal path).
Beyond corroborating our previous findings, this graph shows that CPN node in the
following areas converge at a faster rate:

Around the sinks The likelihood of identifying an path during a random search
is increased for shorter paths, and therefore, SPs starting near the sinks are at an
advantage. This explains why route quality globally resembles a gradient function,
where the quality decreases with distance from the sinks.

Main routes We recall that the information gathered by a SP is not only available
to the node which issued it, but is also shared with every node visited along the way.
Therefore, while leaf nodes can only rely on “their own” SPs to gather information
on the network, nodes located near the graph’s backbone will harvest information
from the many SPs transiting through them. This abundance of information helps
them identifying the best path faster. The main corridors (horizontal edges across of
the two upper floors) have a lighter shade than some other areas of the graph, which
may be closer to the exits.

This experiment shows CPN rapidly establishes a “backbone” of high-quality
paths, and then proceeds to explore more intricate areas. This ensures that packets
will not have to travel too far before finding a node with a high-quality path to
the sink. Our measurements show that CPN can be “tuned” to meet the needs of
applications which can compromise on either solution quality, convergence speed or
overhead. The analysis presented in this paper is still insufficient tomake an informed
decision on the optimal values of CPN’s parameters. An extension to this research
would consist of running dynamic bench-tests, where we would modify some edge’s
metric and measure the time taken by CPN to respond. We suspect that the drift
parameter is likely to influence CPN’s dynamic latency, as CPN will have to conduct
a wider search of the graph to detect changes in metrics and identify alternative
paths: this will be largely controlled by the drift parameter. Finally, there are some
parameters which we have not considered, such as the hop count limit or the damping
coefficient, further experimentation should be conducted to determine their effect on
CPN’s performance.
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Table 1 Initial path resolution process across the three floors of the building
Drift = 0.1 Drift = 0.5 Drift = 0.9
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The lighter the colour the better the path found by CPN. The figure shows CPN starts by resolving a
“backbone” of high-quality paths (main egress routes), and gradually progresses towards leaf nodes
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