Chapter 2
Technical Background

In this chapter, I will review some of the fundamental ideas and mathematical tools
employed in the analysis of stochastic systems. Throughout, the discussion will
be concerned with Markov stochastic processes. This class of processes will be
introduced more formally in the following section, but for now they are simply
described as random processes without memory. We will see that the probability of
a system existing in a certain state may be described by a PDF which evolves in
time according to an equation known as the master equation. The master equation is
a set of partial difference equations and is in general completely intractable. It will
be shown that the situation can be greatly simplified however if the state variable is
assumed to be continuous.

Formally the approximation introduced is akin to the Kramers-Moyal expansion,
which allows the master equation to be approximated by a Fokker-Planck equation
(FPE). The FPE is a partial differential equation (PDE) in as many variables as there
are distinct types of individual in the original system. In most cases it is far more
tractable than the original master equation. Some useful manipulations of the FPE
are therefore introduced in Sect.2.5.

While useful as a calculational tool, the FPE formalism is not very intuitive. Since
intuition will play an important role in developing the fast-variable approximation
schema in Chaps. 3 and 4, an alternative but equivalent formalism is introduced, that
of the stochastic differential equation (SDE). Naively, these can be interpreted as
ODEs of type Eq. (1.1) but with the addition of some small random noise.

The final sections of this chapter will then concentrate on a review of some essen-
tial tools from deterministic dynamical systems theory and their generalisation to
stochastic systems. The fundamental problems underlying fast-variable elimination
in stochastic systems can then be addressed.

In order to make the discussion less abstract, I will make reference throughout to
the concrete example of a Moran model. While a neutral Moran model was discussed
in the introduction, for various pedagogical reasons the Moran model with mutation
will serve as a preferable illustrative example.
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12 2 Technical Background

2.1 Stochastic Processes and the Markov Assumption

To begin, let us consider a single stochastic variable X which evolves in time. The
measured value of X at some point in time is the non-negative integer n. This defines
the state of the one-dimensional system. As stated in the introduction, in a stochastic
process the state of the system at some time is not necessarily known with certainty.
Therefore rather than consider the time evolution of the state of the system, we must
consider the time evolution of the PDF of states in the system.

Say the probability of being in state n at time ¢ is given by the PDF P (n, ). The
probability of following a specific trajectory in discrete time, beginning at a point
np at t1, moving to point n, at f, and so on over k steps until point ny at #; is a joint
PDF which can be denoted

Pr(ng, ti; ng—1, te—1; .. .; 0y, ). (2.1)

The process can be broken down by introducing the conditional probability distri-
bution, Pry(Rk4i, tkqis - - -3 M1, elng, b ..o iy, t). This is the probability of
following the trajectory n;41 to ngy; given that the trajectory ny to n; was first
followed. The two distributions are related via Bayes’ theorem [49], which states

PryMgat, teats - it it g, 1 ..oy 1)
P iy - oL na 1) 2.2)
Pi(ng, 15 ...;n1, 1)

This allows the PDF to be separated into a hierarchy.

A Markov process is one in which the probability of moving from state ny_
to state n; depends only on the state of the system at 7,_; and not on the state of
the system at any previous times. This amounts to the conditional PDF having the
following property [37],

Piig—1(ng, tilng—1, tk—1; .. .5y, 1) = Pr(ng, telng—1, te—1)- (2.3)

This is the mathematical meaning of the Markov processes being memoryless. Sub-
stituting this into Eq. (2.2) and rearranging, we arrive at

Py(ng, ty; ng—1, tk—1) = Prj1(ng, telng—1, tk—1) Pr(ng—1, te—1). (2.4)

The Markov process is fully determined by the functions Pyj (ng, tx|ng—1, tx—1) and
P1(ng, t), since, for any [ > 2, one can write

l

Pi(ng,1;...in1, 1) = Pr(ny, 1) H Pij (g, telng—1, tk—1). (2.5)
k=2
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The function Pyj (g, tx|nk—1, tx—1) will be referred to as the transition probability.
The final step in completing our initial outlook on Markov processes is in noting
two summation relations. The first is rather obvious and is simply

Pi(n2. 1) = > Pij(na, taln1. ) Py, 1y). (2.6)

ny

The second relation comes from first taking Eq.(2.5) with [ = 3 and summing
over ny,

Py(n3, t3;n1, 1) = Pi(n1, 1) D Pipi(ns, t3lna, ) Pyi(na, talny, 1), (2.7)

na

Dividing both sides by P (n1, t1), one can then substitute for the left-hand side using
Eq.(2.2) to obtain

Pii(n3, taln1, 1) = D Pii(na, t3]na, 12) Prji(na, talmy, 1), (2.8)

na

This equation is a discrete form of the Chapman-Kolmogorov equation [38].

As stated earlier, functions P; and Py fully determine the Markov stochastic
process. However, these functions must obey Eqs. (2.6) and (2.8) in order to describe a
Markov process. The fact that Markov processes obey these convenient relationships
makes their analysis far more manageable than for their non-Markovian counterparts.
In part, this amenability explains their prevalence in stochastic modelling. There are
however many examples of processes that are non-Markovian. For instance, succes-
sive draws of coins without replacement from a purse containing a finite number of
coins in different denominations is a non-Markovian process; selecting a particular
denomination at some time decreases the probability of again picking that denomi-
nation at each successive time. In this case, the Markovian assumption would clearly
be a very bad modelling choice. However, it is Markov processes which we will be
concerned with for the rest of the thesis.

2.2 The Master Equation and the Limit of Continuous Time

In the previous section, the fundamental properties of a subset of stochastic processes,
Markov processes, were introduced. Let us now restrict our attention slightly further
to processes which are also homogeneous. A process is homogeneous if the transition
probability between any two given states at any two times is only dependent on the
time interval between those times [49]. That is

Pii(n', 1 4+ Atln, 1) = War(n'|n). (2.9)
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We now wish to simplify the Chapman-Kolmogorov equation, (2.8), by looking
at its infinitesimal time-evolution. This will allow the system’s time-evolution to be
described by a set of differential equations. Let the system initially be at some state
no at tg. We wish to know the conditional probability that the system is in state n some
small time At later. This is given by the Chapman-Kolmogorov equation, Eq. (2.8),
which in this new notation reads

Pyji(n, t + Atlng, 19) = ZPm(n, t+ Atln', ) P (', tino, 1) (2.10)

n/

If the process is homogeneous we can substitute in Eq. (2.9) to arrive at

Pii(n,t + Atlno, to) = D Was(nln) Pyja(n', tlno, to). (2.11)

n/

The assumption is now made [15] that for small A¢ the transition probability
Wa:(n|n’) can be written

T (n|n') At + O(Ar)? ifn #n'

2.12
1= 3 TIn") AL+ O(AD? ifn =, 2.12)

War(nln') = {

Essentially this assumes that in a small time interval, the probability of changing
state is to first order proportional to the time interval. Meanwhile the probability of
not changing state is much larger, so that as the time interval tends to zero there is no
probability that the system can change state. The function 7' (n|n’) is only defined for
n # n’ and is called the probability transition rate, or alternatively just the transition
rate. As Eq. (2.12) suggests, T (n|n’) can be interpreted as the probability per unit time
of a transition from state n’ to a state n. Choosing to define the transition probability
in this manner ensures that, at least to order At, the transition probability remains
appropriately normalised; >, Wa,(n|n") = 1.
Substituting Eq. (2.12) into Eq.(2.11) and rearranging, one finds

Pyji(n, 1t + Atlng, to) — Pij1(n, tlno, o)

2.13
Ar (2.13)
Z [T(n|n/)P1|1(n/, tino, ty) — T(n/|n)P”1(n, tino, to)] + O(Ar). (2.14)
n#n’
Letting At — 0, the master equation is obtained [15],
dP(n,t)
— = Z [T(lnYP(n', 1) = T In)P(n,1)], (2.15)

n'#n
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where for notational convenience the subscript for the conditional distribution has
been suppressed, and an initial condition ng at g is implicitly assumed. This notation
will be used in the remainder of the thesis. The interpretation of the master equation
is intuitively clear: the probability that the system is in state n increases with the
probability that the system moves into it from one of the surrounding states n’, but
decreases with the probability that the system is already in state n but transitions to
another state. The transition rates fully determine the model.

Thus far no discussion on how a stochastic system might be modelled in this
formalism has been presented. Let us rectify this with the aid of a specific example; a
Moran model with mutation. The only processes in the neutral model that change the
state of the system are a birth of type A followed by a death of type B or conversely a
birth of type B followed by a death of type A (see Eq.(1.9)). Adding mutation there
are a further two reactions which can occur, mutation from B to A and mutation
from A to B.! For simplicity, we will here assume that these are independent from
birth/death events.

In order to model this process in the formalism described above, it is assumed
that the probability of an event in the population occurring is proportional to the
probability of picking the individuals involved in instigating the event randomly
from the population. The transition probability rate is then equal to this product
multiplied by a rate constant, which controls the rate at which the interactions occur.
Denoting the rate of birth/death as b, the rate of mutation from B to A as wy and the
rate of mutation from A to B as wy, the probability transition rates are [32]

Aborn/B dies B mutatesto A

ra i = b (%) (5=5) +a - (S50,

N —n n n
T(n—l|n)=b( > )(N_l)-}-(l—b)wz(ﬁ), (2.16)

Bborn/A dies A mutatesto B

with all other transitions set to zero. Birth/death events are proportional to the product
of frequencies of A and B, since each event involves both types. Mutation events
only involve one type and are therefore linear in the relevant frequencies. Setting
w1 = wy = 0, b = 1, one recovers the neutral Moran model, Eq. (1.9). Substituting
Eq.(2.16) into Eq. (2.15), the master equation reads

dP(n,t)_ n+1(N—-—n-—1) n—1(N-n+1)
Tar |:N w_p fetlot—gmmg Ty P =Ly

_ (QEM) P, [)i|
N (N —1)

I'We choose to add mutation because, as discussed in Chap. 1, the neutral model has no deterministic
dynamics. This makes it a poor model with which to illustrate general results.
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n—+1 N—-—n+1
Pn+1,1) +w1TP(n — 1,0 (2.17)

+ (1 —=0b) |:w2

n N —n
—(w2ﬁ~|—w1 N )P(n,t)],

which together with the initial frequency of type A individuals, ng, fully describes
the time evolution of the PDF.> Models constructed in this way are referred to as indi-
vidual based models (IBMs) since they take account of explicit interactions between
individuals.

Despite this simple description, the master equation is very rarely analytically
tractable. Though there are methods of making analytic progress for a restricted
set of problems (usually with some exploitable symmetry), in general obtaining a
solution is a formidable task. The situation is further complicated if the system under
consideration is multidimensional. While the derivation of the master equation can
be easily extended to a multivariate system [49] described by the state vector n,

dP(n,1)

r > [T@min)P@' 1) = T |n)P(n,1)], (2.18)

n'#n

solutions to the equation become even harder to obtain.

There are ways to make progress however. We will consider two avenues in turn:
an analytic approximation (the Fokker-Planck equation) and a method of simulating
particular realisations of a process obeying the master equation. For pedagogical
reasons, we shall consider the method of simulation first.

2.3 The Gillespie Algorithm

A particular realisation of a process obeying the master equation may be simulated
using the Gillespie algorithm [17]. A collection of such realisations can then be used
to estimate properties of the underlying distribution, P(n,t). While the algorithm
itself is not essential to the work in this thesis, it does provide a nice insight into the
behaviour of systems obeying the master equation. As such it is useful to review the
salient points of the algorithm here.

We begin by describing a system comprised of m different species, so that the
state of the system is given by an m-dimensional state vector n. The system is set to
ng at fy so that the initial distribution is simply a delta peak p(n, ty) = d(n — ng).
We suppose that there are u different types of reaction which may occur given the
system is in this state. In order to make the following discussion more clear, it is
useful to introduce the stoichiometric matrix, v. The stoichiometric matrix is an m
by u matrix which gives a concise way of stating which species were transformed

2Note that while we could have specified the birth/death events and mutation events by separate
transition rates in Eq. (2.16), this would have led to no change in Eq. (2.17).
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in a given reaction. Each element v;, i = 1...m, u = 1...u) gives the change in
number of the ith species due to the pth reaction. The u reactions then take the system
from staten ton’ = n + v,,, where the vector v/, is the uth column of the matrix v.
In this notation, for a given state n at time ¢, we can describe all the transitions by
T,,(n + v |n). The master equation may be rewritten in this new notation as

dP(n,t) .

o S numin —v)Pn—vy, ) = T+ vyuln)P(n, 0], (2.19)

p=1

In the Moran model with mutation, we simply have m = 1 and u = 2, while the
stoichiometry matrix is
v=(1, -1 (2.20)

since the system is described by a single species variable and the transitions either
increase or decrease this number by one.

‘We wish to simulate a realisation of the stochastic process which obeys the master
equation. For each reaction realised, this requires evaluating two stochastic quantities.
Not only do we need to know which of the u reactions occurs, we also need to know
when it occurs. In order to do this in a way consistent with the probability distribution
evolving according to Eq. (2.19), we first move to considering an equivalent form of
the Eq. (2.19) in terms of a new distribution P (7, p|n, t). This distribution is defined
such that P (7, u|n, t) AT is the probability that the next reaction is the pth and that
it occurs in the time interval [t + 7,  + 7 + AT]. In other words, it is the probability
that no reaction occurs between ¢ and 7 + 7 and that when the reaction occurs it is
the uth reaction in the interval [z + 7, f + 7 + A7T]. We now note that the conditional
distribution, P (n, T|n, t), is the probability that no reaction has occurred between ¢
and 7. Since, given some state n, the probability that the system transitions to state r’
in time AT is given by the transition probability Wa;(n +v,|n) ~ T;,(n +v,|n) AT
(see Eq.(2.12)), P(t, pu|n,t)AT and P(n, T|n, t) can be related by

P(r, pln, 1) AT = P(n, 7|n, 1)T,(n + v, |n) AT 2.21)

To calculate P(n, T|n,t) we return to the master equation, Eq.(2.19), and fix the
state of the system to n. The resulting equation is

dP(n,T|n,t) “
TR = P > Ty +vpln). (2.22)

p=1

Given the system is already in state n, the master equation can thus be solved for
P(n, T|n,t) to show

u
Pn,7ln, 1) =exp [ =D Ty +v,ln)7 | (2.23)
pn=1
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the time until the next reaction occurs, 7, is exponentially distributed. Substituting
this into Eq. (2.21), one obtains

u
P(r, uln, t)AT = exp | — Z Tu(n+v,ln)7 | T,(n+v,ln)AT.  (2.24)
pn=1

Since this can be equivalently expressed

< . T, (n + v, |n) )

P(r, pln, 1) Z} T,(n + v, |n) exp Ef Ty (n + v, )T (ZZ=1 Tt o )
we see clearly that the time until the next reaction and the specific reaction which
takes place are statistically independent. The time until the next reaction and the next
reaction itself can therefore be separately specified by two distinct random numbers
drawn from the above distributions [16]. This allows us to proceed with an algorithm
to evaluate a trajectory for the master equation:

1. Calculate the transition rates based on the initial conditions

2. Use these to determine the distributions of next reaction times and reactions

3. Draw a random time until the next reaction and a type of reaction to occur from
these distributions

4. Change the time and state of the system accordingly

. Recalculate the transition rates based on the new state of the system

6. Repeat.

9,

While this simulation procedure gives a useful interpretation of the evolution
of the system at short times, it gives no insight into the statistical behaviour of
the system. Further, though one can look at the statistics of many realisations of the
Gillespie algorithm to infer the properties of P (n, t), this does not provide as deep an
understanding of the system as an analytical treatment. While the Gillespie algorithm
will prove useful to compare against analytic results, for a deeper understanding we
must resort to solving an approximation of the master equation.

2.4 The Expansion of the Master Equation

So far a general formalism for modelling a class of stochastic systems has been
presented. It has been stated that the governing equation, the master equation, is
in the vast majority of cases very difficult to solve. While simulating the master
equation has been shown to be relatively straightforward, we are still no further in
making the analytic progress which we initially sought. It will now be shown that the
problem can be simplified significantly by using an approximation which resembles
the Kramers-Moyal expansion.
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The Kramers-Moyal expansion is one of a set of schema which approximate the
master equation by assuming a continuous state space. The van-Kampen system
size expansion, or linear noise approximation (LNA), is another such scheme [49].
Technically, the approximation used here is not the Kramers-Moyal expansion, which
features no explicit small parameter [15]. The approximation presented is instead a
hybrid of the two methods, since it follows the methodology of the Kramers-Moyal
expansion but using an explicit small parameter determined from the system size.

To illustrate the idea, the procedure will be applied to the specific example of the
Moran model with mutation (introduced in Sect. 2.2) before a more general treatment
is provided. We begin by taking the master equation (2.17), and introduce a new
variable x such that x = n/N. The master equation then becomes

ap(x,t)_ 1 N 1

! N 1 ! 1/N
+(X—N)m( —X+N>P(X—/ vt)

2 N 1
_(XN—I( —x))p(x,r)]

+ (1 =0b) [wz (x+ %) p(x+1/N,t)

1
+ wp (1 —x+ N) px —1/N,t) — (wax + wi (1 —X))p(x,t)],

(2.25)

where we note p(x, t) is a new continuous distribution. The recurrent factors of 1/N
in this equation give us a clue as how to proceed. If N is large, a Taylor expansion of
p(x, t) about x can be conducted. Assuming that the mutation rate is small (of order
N~1) and collecting terms order by order in 1/N, one arrives at a one-dimensional
example of the Fokker-Planck equation;

op(x, 1-b

oret) = —UZD D [(w) — (Wi 4+ w2)x) plx, 1)]

, (2.26)
+525 2 2x(1 = x)p(x. )] + O(N).

This PDE in two variables, x and ¢, is far more amenable to analysis than the N + 1
partial difference equations comprising the master equation. Its physical interpreta-
tion is perhaps most evident when read as a convection-diffusion equation; the term
preceding p(x, t) in the first spatial derivative governs its ‘bulk advection’, while
that in the second derivative describes diffusion. For this reason they are referred to
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as the drift and diffusion terms respectively.> We can also write a continuity equation
for this system by introducing the probability flux or probability current, J (x, ¢);

op(x, 1) _8J(x,t)
o ox

(2.27)

Say we want to calculate how the mean value of x, (x) = f xp(x, t)dx, evolves
in time. We can derive an equation for its time-evolution by multiplying Eq. (2.26) by
x and integrating over all x. The expression can be further simplified by noting that
J (x, t) must be zero at the reflecting boundaries x = 0 and x = 1 (we will discuss
meaning of this term and other boundary conditions in Sect.2.5) and that in this
particular model the diffusion term is also zero at the boundaries. Letting 7 = ¢ /N,
the resulting equation is then

% = =b)[wr — (Wi +w2)(x)]. (2.28)
-

The time-evolution of the mean is governed entirely by the drift term. This behaviour
can also be obtained by rescaling time in Eq. (2.26) such that 7 = ¢/N, taking the
limit N — oo and noting that p(x’, r) = §(x(7), x") is a solution of the resulting
equation. We will call this the macroscopic behaviour of the system, or alternatively
the deterministic limit. Note that for the neutral model, with w; = wy = 0, there are
no deterministic dynamics, as stated in Eq. (1.10).

The idea is generalised as follows. Let us postulate that there is some large para-
meter N which is both inversely proportional to the reaction rates and some measure
of the typical size of the system. In the case of the Moran model this is specifically
the size of the system, though in general it could be the typical size (or volume) of
the system which governs the interaction rate, or even the inverse of a naturally small
reaction rate. A new set of variables x = n/N is introduced. If N is a measure of
system size, the new variables can be naturally interpreted as some measure of the
concentration of each species in the population.

Introducing the functions f,(x) = T,(Nx + v,|Nx), the master equation
Eq.(2.19) can be reexpressed

dp(x,1)

T = [ v NTpe N T = fu@pGen]L 229)

p=1

where we have again changed from a distribution P(n, ) to p(x, ¢). In this form it
is clear that if N is large, one may proceed in the same way as in the Moran model

3 An unfortunate clash of nomenclature appears here between the physics and biology communities.
In population genetics, genetic drift is the process by which the composition of a population is
changed by noise. Drift in the context of population genetics therefore refers to the noisy component
of a system’s behaviour, rather than the deterministic component, as in physics.
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example by assuming x is continuous and implementing a Taylor expansion about
x. This is the essence of the master equation expansion.

While the expansion contains results in decreasing orders of N, it can be shown
that the resulting expression only leads to a strictly positive PDF if truncated at
order N2, or alternatively keeping the infinite series of terms. This is the Pawula
theorem [38]. Since in going to infinite precision the expression is as complicated
as the master equation, we truncate the expansion at O(N ~2) to achieve our desired
simplification. The resulting equation is a multivariate FPE [38] which takes the form

9 — 0
p(x N _ Za_ [A;(x)p(x, t)]+2N2 Z o a - [Bij(x)px. 0]

(2.30)

where A (x) is is now the drift vector, while B(x) is the diffusion matrix. Their forms
are governed by the stoichiometry matrix and the transition rates [33] such that

Aix) = lim zymf/,(x) (2.31)
=1
and
Bij(x) = NIEnOOZumuju fulx). (2.32)

n=1

Once again, rescaling time such that 7 = ¢/N and taking the limit N — oo, the
resulting equation admits P(x’, r) = §(x(7), x") as a solution such that

dx A®x), (2.33)
dr o ’

describes the deterministic, macroscopic dynamics. We note that it is also possible
to obtain an analogous macroscopic description directly from the master equation
(2.29) in terms of the mean value (x). However, for a general nonlinear system, this
requires making the further assumption that the decomposition (x;x;) = (x;){x;)
can be made in order to close the resulting equations. This is only generally true if
the distributions for x; are delta functions, or as we have seen to be equivalent, if the
system size N is infinite.

Since it is possible to calculate A(x) and B(x) entirely from the stoichiometry
matrix and reaction rates, models are sometimes expressed in the notation of chemical
reactions, in terms of reactants and products (in fact the term ‘stoichiometric matrix’
is borrowed from chemistry). For an arbitrary m-dimensional IBM, whose dynamics
are fully described by a set of u reaction rates, the model can be expressed in chemical
reaction notation as
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m

m o
> auXi —— D buXi, Yu=1,....u, (2.34)

i=1 i=l1

where a,,; and b;,; respectively specify the reactants and products of the yth reaction,
and r, are the reaction rate constants. The elements of the stoichiometric matrix are
then given by v;;, = b,; — a,,;, while the reaction rate constants r,, are related to the
transition rates by an equation of the form

m n

T, (n'|n) ruHamﬁl. (2.35)

i=1
Implicit in this notation is the assumption that the probability of a reaction occurring
is proportional to the product of the reactant concentrations. This is also known as
the law of mass action. Most often this is the case, however situations may arise in
which we wish to incorporate additional state dependence. An example of such a
system will be given in Sect.2.9.1. For clarity we will not describe such reactions
in this notation. Additionally we have introduced a measure of system size N. The
determination of what this parameter should be is highly dependent on the system
under consideration.

In expanding the master equation, we have moved from the microscopic descrip-
tion of an IBM involving as many equations as there are states (the master equation)
to one in which there are only as many variables as there are species (the FPE).
The crux of the approximation is in changing to a new set of variables x = n/N
which are approximately continuous (the diffusion approximation) before applying
a Taylor expansion to the master equation and neglecting terms of order N 3. When
modelling populations, the parameter N is usually identified as the size of the pop-
ulation. In the limit N — oo, we have seen that the FPE describes a deterministic
dynamic which we have termed the macroscopic dynamic. In this spirit, since the
FPE lies between the master equation and deterministic equation in terms of detail,
it is often referred to as a mesoscopic description.

The Fokker-Planck equation is clearly more amenable to analysis than the mas-
ter equation with which we began. Of particular interest is the one-dimensional
Fokker-Planck equation, from which many properties of interest can be calculated
analytically.

2.5 The Fokker-Planck Equation and Some Useful
Manipulations

In this section we will discuss the way in which the one-dimensional FPE can be used
to obtain three particular quantities of interest; the stationary probability distribution,
the first passage probability and the first passage time. However, let us first discuss
some particular boundary conditions of the one-dimensional FPE which will come
in useful later.
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We begin by imagining the system existing on an interval [a;, a>] in state space,
from which it cannot leave. The FPE (2.26) describes such a system, with x lying
on the interval [0, 1]. In this case there should be zero flow of probability across
the boundary. Therefore the probability current must be zero when evaluated at the
boundaries; J(aj, t) = J(az, t) = 0. Such boundaries are called reflecting.

Now let us consider a system in which there exist states where there are no
dynamics. Such states are called absorbing. In order to account for this, we define
the barriers as existing outside of the interval, so that when the system reaches the
boundary it is removed. The probability of being at either of the boundaries is then
zero, p(ay, t) = p(az, t) = 0.If the barriers a; and a, of the system are absorbing, it
is clear that given an infinite amount of time, the probability of the system remaining
on the interval will tend to zero as probability ‘leaks out’ of the interval. An example
of such a system is the neutral Moran model with transition rates (1.9) discussed in
the introduction. Finally, if the boundaries are at infinity, we expect p(x, ), along
with J (x, t), to vanish at x = +o0.

2.5.1 The Stationary Probability Distribution

First consider a system with two reflecting boundaries at a; and a;. In the limit of
long times one might expect the PDF p(x, ) in Eq. (2.30) to become independent of
time. We call this distribution the stationary distribution, and it is defined by

psi(x) = lim p(x, ). (2.36)

Since pg (x) is independent of time, we find it must satisfy the equation [15]

2

1 d
———[AX) pst ()] +

N 7x N2 42 [B(x)pst(x)] =0. (2.37)

The solution to this equation is

B Y ANAQ) —dBM)/dy\ [ [ T 2NA(y) —dB(y)/dy\]™'
Pst(x) = exp dy BO) dx exp dy B0y ,

or

_ ! L AN [, 1 * AN
O AN | e )

(2.38)

where we have appropriately normalised so that faalz dx psi(x) = 1. This can yield
interesting results about the system’s long time behaviour. For instance, we can look
at the FPE for the Moran model with mutation, Eq.(2.26), in which there are no
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absorbing states for both w; and w; greater than zero and b less than one. Comparing
Eq. (2.26) with Eq. (2.30), we see for this system that

Ax) = (1 = b)) — (w1 +w2)x),  B(x) =2bx(1 —x). (2.39)

Substituting these terms into Eq. (2.38), and noting that x lies on the interval [0, 1],
the stationary distribution takes the form

x6(1 = x)4

A A— 2.40
Ji dxxe(l —x)d (240

pst(x) =

with
c=Nwyb'=1) =1, d=Nw (b ' =1 —1.

Some of the different behaviour the system can exhibit is demonstrated in Fig.2.1.

If the system instead has absorbing boundaries, there is no stationary distribution
on the interval a; < x < ap, since all the stochastic trajectories eventually leave the
interval. In such cases, there are other measures of the system’s behaviour which are
more illuminating.

(a) (b)
(%)
P Ps(x)
1.5F
3
1
2
1 0.5
0 0.25 X 0.75 1 0 0.25 0.75 1

(©) Dsi(X)
8

6

4

0
0 0.25 X 0.75 1

Fig. 2.1 Different regimes of Eq.(2.40) with different ¢ and d parameters. The histograms are
obtained from Gillespie simulations using the model defined by Eq.(2.16). a Parameters ¢ <
0,d < 0. b Parameters ¢ = 0,d = 0. ¢ Parameters ¢ > 0,d > 0
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2.5.2 First Passage Problems

First passage problems are those which ask ‘what is the probability the system reaches
a particular final condition?’, or ‘what are the statistics of the time for the system to
reach this final condition?’. In order to calculate these first passage properties, we
find it useful to work with the backward Fokker-Planck equation (BFPE). This can
be expressed in one dimension as [15, 38]

_qatxo.) _ AG0) 0 BGo) O
o N oxg O N G2

[q (x. t]x0. 20)] .

(2.41)

If the process under consideration is homogeneous, the evolution of the system
depends only on the difference between the initial and final time 7 — 7y, and the
BFPE can be rewritten in terms of the derivative with respect to ;

dq(x, t|x0,10) _ A(xo) O B(xp) 0
Er =¥ a—[ﬁl(x tlx0, 00)] + 75~ e

o gt )]
(2.42)

The key difference between the forward FPE (2.30) and the BFPE, is which set of
variables are kept fixed and which vary. In the forward FPE the initial conditions xg
at 7o are kept fixed, and one finds for solutions for ¢ > f¢. In the BFPE we keep the
final condition x at ¢ fixed and calculate for solutions with #y < ¢. Since in the BFPE
we fix the final condition, it is clearly more useful when dealing with first passage
problems. For simplicity, we restrict ourselves to a one-dimensional homogeneous
system.

We wish to know the time until a system first escapes the region between two
points, x = a; and x = ap, given some initial condition a» > xo > ap. This time
is clearly a stochastic variable and so it will be described by a PDF indicating the
probability of a certain first passage time ¢ given initial condition x¢. It is denoted
here by T (xp, #). We begin by defining the probability G (xo, ¢) that, at some time ¢,
the system is still on the interval;

az
G (xo, 1) =/ dx q(x, t|xo, to), (2.43)
a

1

where the dependence on the initial time has been suppressed. Integrating Eq. (2.42)
over x between a; and ap, we find in fact the equation for G (xo, t) obeys the same
BFPE as g(x, t|xg, 0);

9G(x0.1)  A(xg) 0 B(xp) 0*

at B N 8_ [G( *0, )] + 2N2 8 2 [G( (),l)] (244)
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with initial condition
G(xo,t0) =1 ifa; <xo0 < a, (2.45)
G(xg,t9) = 0 elsewhere, (2.46)

and boundary conditions

G(ai,t) = G(az, t) = 0. (2.47)

Since G(xg, t) is the probability that at time ¢ the system is still on the interval
a; < x < ap, the quantity G (xg, t) — G(xo, t + At) is the probability that the system
has reached one of the boundaries during 7 to t + At. This can be related to T (xq, )
quite simply, since

T(x0, 1) At = G(x0, 1) — G(x0, t + At), (2.48)

or, rearranging and sending At — 0,

8G()C0, t)

T(XOa t) = - ot

(2.49)
The mean time for the system to leave the interval, denoted T (xg), can be calculated
directly from the distribution T (xq, ¢) by T (xg) = ftso tT(xo, t) dt. Using the above
equality, this can be expressed

T(x0) = — / 9600 (2.50)
f0 ot

This equation can be integrated by parts; letting fo = 0 and assuming that G (xo, t)
tends to zero as t — 00, one arrives at

T (x0) = / G (xo, t)dt. 2.51)
0

Integrating Eq. (2.44) over time and noting that G (xo, t) tends to zero as t — oo,
we then arrive at an equation for the mean time to reach either of the boundaries

_ Alx) d B(xg) d*
1= N ET(XOH SN2 ET(XO) (2.52)

2
0
with the boundary conditions,

T(0)=0, T()=0. (2.53)

In this case the boundary conditions follow by noting that they are the time to reach
either x = aj or x = ap, so that at both extremes the system has already fixed on
the boundaries.
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Fig. 2.2 Graphical summary of results from the neutral Moran model. Left panel probability of
fixation of type A, Q(xp), in a neutral system as a function of initial A type concentration, xo. Right
panel time to fixation of either A or B type, T (xp), scaled by the system size squared, N2, as a
function of the initial concentration of type A

Let us go back to the neutral Moran model described by Eq. (1.9). In this case the
points x = 0 and x = 1 are absorbing boundaries from which the system cannot
leave. At these points the population is said to have fixated. Using Eq.(2.52) and
Eq.(2.53), with A(x) = 0 and B(x) taken from Eq. (2.39), we can calculate the time
this would take to happen. One finds [10]

T(x0) = —N*[(1 — x0) In (1 — x0) 4 xo In (x0)], (2.54)

which is plotted in the right panel of Fig.2.2. In the nomenclature of population
genetics this is called the mean unconditional fixation time.

What about the probability that the system hits one of these boundaries before
the other? Let us return to considering a function of the same form as G(xg, #) in
Eq.(2.43), but this time introduce two slightly different functions to account for
different integration limits;

e’} a
Gq (x0,1) =1 —/ dx q(x, t]xo, to) =/ dx q(x, t|xg, t0),  (2.55)
a —0Q
00 l ay
Gy, (x0, 1) =/ dx q(x, t|xg, t9) =1 —/ dx q(x, t|xo, to). (2.56)
an —00

The first of these functions gives the probability that, at time ¢, the system is at some
point x < a; and the second that it is at some point x > a». Of course, this gives us
no information about which of these regions the system ended up in firsz. To do this
would require a consideration of the trajectories conditioned such that the time to
one boundary was less that the time to the other. Our task is significantly simplified
however if we force the boundaries a; and a; to be absorbing. Then once the system
hits state a; or a; it is immediately removed and we do not have to worry about time-
ordering. The functions G, (xo, t) and G, (xo, t) then tell us respectively whether
at time ¢ the system has hit either a; or a>. Both functions obey the equations
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B(xp) 0?
3 [Ga Jay (X0, t)] )
2N2 axg 1/a2

(2.57)

8Ga|/a2(x07t) _ A(xg) O
oty N Oxo [Gal/az (xo, t)] +

but with different boundary conditions. As t — o0, the probability of having hit
either a; or a, tends to one. Introducing

Qal/az (x0) = tl—l>rgo Ga]/az (x0, 1), (2.58)
we see the equation for both functions is

B(xp) 9%

N A(X()) 0 o
B 2N? Ox}

a_ [Qal/az (XO)] +

0
N  Oxg

[Qar/a(x0)] (2.59)

albeit with different boundary conditions. For Q, (xo) we have

Qu(a1) =1, Qq(a2) =0, (2.60)

and for Q, (xo) instead

Qay(a1) =0,  Qgaz) = 1. (2.61)

Once again the neutral Moran model, Eq. (1.9), may be used to illustrate the method.
We ask the question, what is the probability of the system reaching the point x = 1
given some initial condition x(? Since at x = 1 the system is composed entirely
of the A type individuals, this is called the fixation probability. In the neutral case
A(xp) = 0 and therefore we obtain

Q1(x0) = xo, Qo(xo) =1 — xq. (2.62)

The probability of either type fixating is thus simply proportional to their respective
initial frequencies in the neutral model (see Fig.2.2). We note that in population
genetics it is most common to simply discuss the probability of fixation of the A type
and for simplicity we will often write this probability Q(xg) = Q1(xo).

2.6 Stochastic Differential Equations

Stochastic differential equations (SDEs) are perhaps the earliest way in which dynam-
ical stochastic processes were formalised. Whereas the FPE is a deterministic descrip-
tion of the time evolution of a PDF, SDEs are differential equations describing the
evolution of a stochastic variable. Say we wished to postulate the form of a general
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nonlinear SDE describing a Markov process. Motivated purely by physical reasoning
and a desire for simplicity, we choose to express it

d
d—’: = Ax) + g(x)C(), (2.63)

where g(x) is a matrix. The vector A(x) drives the deterministic dynamics, while
the {(t) terms are noise terms arising from some stochastic source. We choose the
noise to have zero mean and be delta-correlated in time, with a strength g(x) which
may be proportional to the state of the system:

(Gi(0) =0, (2.64)
GOy = ;0 — ). (2.65)

Now let us fix the entire distribution of € (¢) by stating that the noise is Gaussian. Thus
each odd moment is zero and each even moment may be calculated from Eq. (2.65).
If the noise strength g(x) is state dependent the noise is said to be multiplicative [49].
Otherwise it is said to be additive. The choice that the noise is delta correlated in
time is a reflection of our wish to model a Markov process. We could obviously have
chosen the noise to have a non-zero mean, however the result of this would be to
simply add some effective deterministic drift to the system, obfuscating matters.
The SDE perspective offers a much more physically intuitive interpretation of
stochastic processes than the Fokker-Planck equation; the system evolves in time
according to a deterministic contribution A (x) plus some noise ¢ (¢). Ultimately how-
ever, it provides an inferior starting point for modelling systems with demographic
noise. This inferiority is twofold. First, it is a mesoscopic description which has been
arrived at in an ad-hoc manner. While the form of the deterministic contributions
could conceivably be derived from the interactions in the system, it is unclear what
form the noise should take. Second, the interpretation of Eq. (2.63) is ambiguous. To
see this, it is perhaps best to ask the question, how would one integrate Eq.(2.63)?
The problem here is essentially where the term g(x) should be evaluated, since x is
undefined at the time when a delta function ‘kick’ arrives. The two interpretations
that are most common are that of Stratanovich and It0. Respectively they are [38]

x(t) +x( + Ar)
2

t+At _
x(t 4+ A1) —x(t) = A(x (1) At + g(x(1)) / C(thar' (1t0O).
Jt

1+At
x(t+ At) —x(t) = A(x(t))At + g ( ) / C(t")dt' (Stratanovich),
t

Importantly, not only do these two interpretations describe different stochastic
processes, they also each lead to different rules of stochastic calculus. While it can
be shown that Eq.(2.63) is equivalent to an FPE, these different rules of calculus
lead to different forms of the FPE. If one were to use the SDEs as a starting point in
the modelling process, one would not only have to postulate the form of the matrix
g(x), but also the interpretation. If, conversely, one begins with an FPE, the associ-
ated SDEs do not suffer from this ambiguity. The FPE is a well defined PDE which
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is equivalent to one set of SDEs in the Stratanovich scheme and another in the 1t
scheme. Given an FPE, which of the two schemes we work in is thus a matter of
choice. We choose to work in the Ito setting, and therefore ignore the Stratanovich
interpretation for the rest of the thesis. In the Itd setting, different rules of calculus
apply when conducting a non-linear change of stochastic variables, Itd calculus [15].
However, since only linear transformations are utilised in this thesis (for which the
rules of calculus are unchanged) the details of Ito calculus will not be discussed here.
Defining the matrix

B(x) = Ng(x)g" (x), (2.66)

the SDE (2.63) can be rewritten as

d Ax) + : (1) (2.67)
= —=n(7), .
dr Nk
with the Gaussian white noise now characterised by
(mi (1)) =0, (2.68)
(i (Tn; (7)) = By(x)o(r — 7). (2.69)

Interpreting Eq.(2.67) in the It6 sense, it can be shown to be entirely equivalent to
the FPE (2.30) with the same drift vector A (x) and diffusion matrix B(x), and time
scaled such that 7 = ¢/N. As a result of this alternate form, the diffusion matrix is
sometimes also referred to as the noise covariance matrix or noise correlation matrix.
In this form some insights about the FPE become very clear. Firstly, in the N — oo
limit, the system follows a deterministic trajectory governed by A (x). Secondly, the
size of the noise is governed by N~!/2. Increasing the system size decreases the
relative magnitude of the noise.

We have here shown once again that in the limit of infinite system size the system
follows a deterministic trajectory. Further, this trajectory is also the mean path of all
stochastic trajectories for large N. Both these ideas are very intuitive when posed
in the SDE formalism. It is for this reason that we will often choose to work in this
setting. Since it is clear that the deterministic element of the equation is of great
importance in governing the dynamics, we will now review some basic properties of
dynamical systems theory, as well as their extensions to certain stochastic problems.

2.7 Dynamical Systems Theory

In the deterministic limit, the systems under consideration in this thesis will take the
form of a set of ODEs

dx
= A(x). (2.70)
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We wish to understand the dynamics of such a system. In general, a solution to
Eq.(2.70) can only be obtained if the system is linear. In this case the system may
be described by

dx
— = Hx, 2.71)
dt

which has solutions

m
x(0) =D v, (2.72)

i=1

where ¢; are a set of constants determined from the initial conditions of the problem,
v are the right-eigenvectors of H and \) their associated eigenvalues. If all the
eigenvalues have a negative real part the system will collapse onto the point x; = 0
ast — oo. If one of the eigenvalues is positive, x will grow exponentially in the
direction described by the associated right-eigenvector. If the largest eigenvalue of
the system is zero, say A1) = 0, the final state of the system will be dependent on
the initial conditions via the constant ¢ [46].

If the system under consideration is non-linear, while one may be able to solve the
equations in some special instances, it is more than likely we will not be able to make
analytic progress. This is particularly true for non-linear systems in many dimensions.
We can however answer questions about the potential long-time behaviour of the
system.

The fixed points are points at which there are no dynamics. They shall be denoted
x* and are the solutions to the equations

A(x*) =0. (2.73)

Crucially we want to know what happens to perturbations around these points; do
they shrink or do they grow? In other words are the fixed points stable or unstable?
To do this we conduct a Taylor expansion in a variable £ which perturbs x by a small
amount € about the fixed point such that x = x* + €£. Conducting the expansion and
neglecting nonlinear terms in €, we find

& =J¢, (2.74)

where J is the Jacobian of A evaluated on the fixed point x* about which we linearise;
Jij = (dA;/dx)|x=x+. Since Eq. (2.74) has the same form as Eq. (2.71), the solution
for £(¢) is analogous to Eq. (2.72) and determining the stability of x* therefore comes
down to determining the eigenvalues of J. If all eigenvalues of J are less than zero,
perturbations away from the fixed point will shrink back to the fixed point which is
stable. If any eigenvalues are greater than zero, any perturbation from the fixed point
will blow up, and so the fixed point is unstable.
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If the system contains noise (such as Eq.(2.67)) then we can still linearise about
a fixed point. Setting € = 1/+/N, the typical fluctuation size, one obtains

£=JE+C0), (2.75)

where
€0y =0 (GI¢GEH) = 8 =1 By(x. (2.76)

This is a linear system with additive noise, since to linear order B(x) is evaluated at
the fixed point. If the fixed point is stable this provides a good approximation for the
fluctuations of the system (2.67) in the region of the fixed point.* The expression is
made even more useful under the assumption that the boundary conditions for this
problem lie at +c0. In this case the associated linear FPE can be shown to describe a
Gaussian distribution [30], and thus the entire PDF of the system can be characterised
by its first two moments. The equations for these moments are

d m
&) =2 Ji€)) 2.77)
j=1
and
d m m
TG = D0 TG E&) + D0 i (€j&) + Bux™). (2.78)
Jj=1 Jj=1

The first moment has a solution of the same form as Eq. (2.72). Rather than solve the
equation for the second moment, it is more convenient to combine Eqs. (2.77) and
(2.78) to give an equation of the covariance matrix & of the PDF [49];

E=JE+ EJT + B(x"). (2.79)
While this equation for E is the same as that for the second moments, Eq. (2.78),
its initial conditions are particularly simple. Given a certain initial condition x;o,
(a delta peak p(x,0) = H;"zl 6(x; — x;0) in the associated linear FPE), E vanishes
at t = 0. The solution to Eq. (2.79) can then be shown to be [49]

t
E() = / =T golt=1)" gy (2.80)
0

40f course we could have conducted this linearisation in the FPE setting if we desired. We note that
if the SDE (2.67) had been derived from a master equation (via the expansion detailed in Sect.2.4),
the resulting linearised FPE is the same as that which would be obtained if the LNA had been
applied directly to the master equation.
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If all the eigenvalues of J are negative, the system eventually relaxes to a stationary
distribution with zero mean (see Eqgs.(2.72) and (2.77)) and a covariance matrix
which solves the equation

JE+ EJ+ B(x*) =0. (2.81)

More generally this equation is known as the Lyapunov equation [22].

2.8 Fast-Variable Elimination: The Origins
of a Complicated Problem

In Chap. 1, a simple deterministic system featuring a separation of timescales was
presented, along with a method of solution. Such a solution goes by many names such
as adiabatic elimination, a quasi-steady state approximation or simply fast-variable
elimination [19]. In this thesis the term fast-variable elimination will be used. Let us
elaborate on the example discussed in the introduction slightly. We may describe a
generalisation of a system such as (1.11), in m variables, as [19]

d .
o fey), i=1...r (2.82)
dt
dy; .
fj—dtj =—y;j+tehi(x,y), j=1...m—r.

If the parameters ¢; are small and the functions f(x, y) and h(x, y) are of the same
order, we can see that the dynamics in y act on a much faster timescale than those in
x. Now, let us assume that a trajectory of the system in the directions y; tends to some
finite value. This is somewhat implied by the form of the equations we have chosen.
The system reaches this value much faster than the dynamics in the x; directions have
time to act. We make the approximation that the system reaches its static y value
instantaneously by setting dy/dt = 0. The quasi-steady state value of this system,
Yt (x), is termed the slow manifold, and is the solution to the equations

—[yal; +ejhjx y) =0. (2.83)

The reduced system in r variables is then given by

dxi .

E:fi(x,yst),lzl...r. (284)
In the course of this thesis, the term ‘slow subspace’ will be used to refer to a subspace
in which the deterministic system moves at a slower rate than in the other subspaces.
The term centre manifold will be used to refer to a subspace upon which there are
strictly no deterministic dynamics. The introduction of the term ‘slow subspace’ is
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motivated by the fact that within the mathematical literature the slow manifold has a
much more strict definition® [1]. The field of deterministic dimensional reduction is
a vast one however, and an attempt will not be made to fully adhere to the rigorous
definitions detailed in such work. Instead, physical intuition will be used to help
guide the analysis and interpretation.

Much of the original work that follows this chapter is concerned with how to
appropriately remove fast degrees of freedom from stochastic systems. In the intro-
duction it was merely stated that the generalisation to stochastic systems was not
straightforward. Now, with the appropriate mathematical tools and theory in hand,
we will briefly see why this is the case, before an outline of some of the existing
theory in this area is given.

Since the formulation of the problem has first been discussed in the deterministic
setting, an obvious starting point is to consider the stochastic system in terms of
SDEs. Indeed this is particularly useful since it is in this setting we will later work.
Let us begin, as many authors do, with a consideration of the problem of a particle
at position x in a potential U (x), which is subject to noise [15, 42]. A deterministic
example of this system, with a quartic potential, was given in the introduction (see
Eq.(1.11)). Setting the mass equal to one, this system can be expressed as the SDEs

dx
dt
dv
dt

— v, (2.85)
= —fv—U'(x) + (),

where U’(x) is the potential gradient, 3 is the coefficient of friction and 7(¢) is
zero mean Gaussian white noise with correlations (n(¢)n(¢')) = 6(t — t)8D. If
0 is sufficiently large, the SDEs have an analogous form to Eq.(2.82). Mirroring
the deterministic approach, one can argue that after a comparatively short time,
dv/dt = 0. Solving for v we find

v=p3""(=U'(x) +n@)). (2.86)

and therefore the reduced system is described by

Z—f =B (x) + 87 'n(). (2.87)

The corresponding FPE is given by
2

op(x,t1) 1 0 , 0
o =G| o [-U' )p@. D]+ D@ [p(x, t)]] , (2.88)

SFormally, the slow manifold is defined by the collection of trajectories which are tangent to the
slow right-eigenvector at the fixed point, although in practice there is unlikely to be a closed analytic
expression for this surface.
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which is known as the Smoluchowski equation. We note that since the noise term is
additive, both the Itd and Stratanovich calculus lead to the same FPE. This method
will be referred to as direct adiabatic elimination, in the style of [42]. While in
this case we have been successful in reducing the dimensionality of the problem,
difficulties can be encountered when using this method. Among them are cases
where the equation for the time-evolution of the slow variable contains nonlinear
contributions. Say for instance, that we replace dx/dt = v with dx/dt = v? in
Eq. (2.85). Substituting for the value of the fast-variable v from Eq. (2.86), one would
obtain an equation containing 7)(r)2. However it is very hard to attach either a physical
or a mathematical meaning to this object since the products of delta functions are
ill-defined. Therefore, while the method can be usefully applied in systems where the
entire system is linear in the fast-variables, in general other methods of fast-variable
elimination must be found. The existing literature on the subject can be coarsely split
according to the framework within which the stochastic system is represented; the
intuitive SDE formalism or the less mathematically problematic FPE formalism.

The more rigorously derived and well-known Haken slaving principle [20, 40,
41], and several other related methods [29, 50] are developed along similar lines
of reasoning as the direct adiabatic elimination method and suffer from the same
complications which arise from specifying the slow manifold in a stochastic sense.
A notable exception is [31], which deals with a particular model in which there is a
true centre manifold (that is, a surface on which there is no deterministic flow), and
applies a novel method in which stochastic perturbations away from the manifold
are assumed to instantaneously relax along the deterministic trajectories.

More mathematically rigorous work on SDE fast-variable elimination has been
conducted for stochastic analogues of normal form coordinate transformations. In
general, these seek to determine a nonlinear transformation which simultaneously
identifies the fast and slow directions in a controlled way, as well as guaranteeing the
absence of ill-defined noise terms. While perhaps the earliest example in the SDE
setting was [8], work has been significantly extended in the intervening years [1—
3, 44]. However, many of these transformations result in noise convolutions which
involve anticipating future unknown noise terms. Further work has proposed the
use of additive noise terms to emulate these convolution terms in the limit of long
times [6, 23, 43], though these methods are arguably less formal than the theory
they rest within. Perhaps the most significant advance in this area therefore came in
[39], with the construction of a methodology for stochastic normal form transform
that avoids such anticipating memory integrals in many cases, though even here
there remain many situations where a long time additive noise substitution must be
invoked. A body of work also exists on averaging and homogenisation techniques
[4, 36], although both have a more limited range of applicability than stochastic
normal forms [39] and the former has been shown in certain cases to be equivalent to
a stochastic normal form [43]. One of the biggest drawbacks of the work on normal
forms however is that it almost exclusively deals in SDE systems with uncorrelated
noise terms, whereas SDEs derived from underlying microscopic IBM models often
exhibit strong noise correlations.
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Other authors have focused on master or Fokker-Planck type equations as the basis
for fast-variable elimination. The main advantage to working in this formalism is that
one avoids encountering the ill-defined noise terms which can present themselves in
the SDE setting. Much of the work in this formalism is heavily influenced by the
work of Zwanzig [53, 54], who proposed that a reduction of dimension could be
achieved through the application of projection operators, as illustrated by Gardiner
[14], and developed by others [47]. While other variants in the FPE setting have
been constructed [7, 28, 38], the projection operator technique remains the most
popular. The essential idea is to define a projection operator used to separate the
system into two spaces, those of the fast and slow directions. It is most instructive to
give a cursory description of the method with reference to the system described by
Eq.(2.85). The FPE for this system is known as Kramers equation [15]

Op(x,v,t) B 0 / 0
% = V% [px,v, )]+ U (x)% [p(x, v, 1)] (2.89)
2

0 0
+ 6% [(v) p(xvvﬂt)]+DﬁW [p(-xvvvt)]a

which we can express in the more simple notation

Op(x,v,1)

o = (L1 + L) p(x, v, 1), (2.90)

where the operators L; and L, can be read off from the previous equation. The
aim is to find an equation for just x by solving an equation for v as a function of
x in the limit of large (3. Essentially it is assumed that an approximate solution to
Eq.(2.90) will be formed from the marginal distribution p(x,t) = f p(x, v, t)dv
and the stationary distribution in the limit of large 3, Ly peq(v) = 0. This idea is
formalised by introducing a projection operator, R(x, v), such that when applied to
a function f(x, v) one obtains

(Rf)(x, v) =peq(v)/f(x,v)dv- (2.91)
Applying R(x, v) to p(x, v, t) one then obtains

(RP)(x,v) = peq(v) p(x,1), (2.92)

where p(x, t) is the marginal distribution. Applying R(x, v) to Eq.(2.90) and then
separately applying the operator (I — R) one obtains two separate PDEs for the
system. The aim is then to solve the second PDE in such a way as to obtain an
equation for p(x, ). In this particular case it can be shown that the reduced FPE does
indeed converge to Eq. (2.88) in the limit of infinite 3 [42]. However, the procedure
is by no means straightforward; the resulting reduced FPE has a non-Markovian
character which can only be eliminated by a careful consideration of the limiting
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behaviour with respect to 3. A correct treatment only begins to become clear by either
introducing a highly non-linear change of variables [42] or by utilising a Laplace
transform. It is perhaps testament to the difficulty of working in this formalism, that
the first attempt to derive the Smoluchowski equation as the limiting form of the
Kramers equation was given (albeit incorrectly) by Brinkman in 1956, while the first
correct treatment was given by Stratanovich in 1963 [45] and again independently
by Wilemski in 1976 [51] and Titulaer in 1978 (the reader is referred to [15] for
a complete discussion). The complexity of working in this methodology increases
massively as one encounters systems with multiplicative noise and correlated noise.
Additionally, many systems exist in which the large or small factor is not factorisable
in as convenient form as Eq. (2.90), leading to further complications. Unfortunately,
the details of these methods are cumbersome, especially in cases where the fast
degrees of freedom are distinct from the natural basis of the problem.

The difficulties encountered in two of the main areas of research into fast-
variable elimination have been discussed. In the SDE formalism one has to work
very hard to avoid introducing ill-defined noise terms and systematically eliminate
non-Markovian effects. In the FPE formalism, the mathematical manipulations are
better defined, but one loses all sense of physical intuition so that progress becomes
difficult. In both settings, the reduced system often ends up taking a very complicated
form for most cases of interest. Moreover, it could be argued that in both streams of
the literature a fundamental and practical question is often avoided; what advantage
is gained by replacing a moderately complicated system in many variables with a
more complicated system in fewer variables?

2.9 The Moran Model

So far this chapter has been primarily concerned with the more technical aspects of
stochastic theory and fast-variable elimination. Chapters4 and 5 will focus on the
application of fast-variable elimination to a model inspired by the Moran model.
A slightly more in depth discussion of the Moran model and its variants in thus
called for, along with an historical overview of the relevant areas of mathematical
population genetics.

It is often said that there are four main processes which drive the evolution of
a population: genetic drift, mutation, selection, and migration [21]. A model which
incorporates stochastic effects address the first of these issues, as was first illustrated
by Fisher and Wright who considered simple stochastic processes in systems where
the population size, N, was finite—the Wright-Fisher model [13, 52]. Subsequent
work tended to follow their original approach, assuming discrete generations and
discrete state variables (corresponding to the number of individuals in the population
of a particular type) [10]. However as more details are added into these models, their
discrete-time nature can make an analytic treatment difficult [11].
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Progress can be made however if one considers an analogous model in continuous
time with individual birth-death events, the Moran model. In the Introduction, a verbal
description of the neutral Moran model was presented, while throughout this chapter,
the specific example of a Moran model with mutation (see Eq. (2.16)) was used to
used to illustrate some of the methods and ideas of stochastic theory. In Sect. 2.4 we
saw what makes this model more amenable to analysis; it is formulated as a master
equation with small ‘jumps’ from one state to another, allowing the expansion of the
master equation to be conducted, which results in an FPE for the system dynamics.
This approximation, although originally suggested by Fisher [12], was popularised
by Kimura [9, 26], and proved to be a powerful tool and the starting point for many
studies of more complex processes in population genetics [24, 25, 27].

We recall that the neutral Moran model is a model for pure genetic drift described
by probability transition rates (1.9). As we have defined it, it consists of two types of
individual, labelled A and B. In the nomenclature of population genetics these types
are called alleles, which are loosely traits which an individual can carry. If one wished
to model the Mendellian genetics of a human population, each individual could be
modelled as having two alleles, reflecting the two sets of genetic data available from
two chromosome sets [18]. Throughout this thesis we will deal exclusively with
models in which each individual carries only one allele. These are referred to as
haploid (as opposed to diploid) models. Mutation can be added to the Moran model,
as in Eq. (2.16).9 We now turn our attention to the third evolutionary process on our
list, selection.

Before proceeding, we note that the designations A and B for the allele types may
appear slightly confusing when presented simultaneously with the drift and diffusion
terms of the FPE, A(x) and B(x). This notation has been chosen for consistency
with the population genetics literature in the first instance and the physics literature
in the second. In order to avoid confusion, the drift and diffusion terms will always
be presented with their functional dependence.

2.9.1 The Moran Model with Selection

Selection is the process by which the constitution of a population changes according
to some bias. The fitness of an allele within the population is a measure of this bias.
Of course, this leaves the term fitness as something of an umbrella label, embodying
many potential mechanisms, some of which will be explored in Sect. 6.3. Throughout
this thesis, when dealing with the Moran model, frequency-independent (or absolute)
fitness will be considered, that is fitness that is independent of the constitution of the
population [34].

Within the scope of the Moran model, matters are complicated slightly by the
rather artificial nature of the model. In order to maintain a fixed system size N,

The way in which mutation is incorporated is of course by no means unique. Mutation could for
instance be coupled to birth and death. Some of these ideas are explored in [5].
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birth and death events are coupled. Therefore increasing the birth rate necessarily
increases the death rate. Let us introduce the parameters b4 as the birth rate of allele
A and bp as the birth rate of allele B. The transitions rates are then

T 1w = bae S, 2.93)
(N—n) n

T(n—1|n) =bp (2.94)

N N-1
We now ask, what is the total birth/death rate of the population? Here we must bear
in mind that in our formulation of the master equation, we have only taken (and need
only take) account transitions which change the state of the system. However there
are of course two other processes implicitly assumed to be taking place; allele A
reproducing to replace another allele A and likewise for allele B. The time at which
any reaction occurs is of course a stochastic variable, but as was shown in Sect. 2.3,
it is exponentially distributed and characterised by the sum of all possible reactions
(see Eq.(2.23)). The sum of all transitions in this instance can be expressed as

4
1
S Tun+vun) = ————1banl(n—1)+ (N —n)]
= H K N(N —1)

+bB(N—n)[(N—n—1)+n]],

= %[bAn+bB(N—n)]. (2.95)

The birth/death rate changes according to the constitution of the population. If all
the population is comprised of individuals carrying allele A, n = N and the mean
birth/death rate is b4 while if the entire population is B the mean birth/death rate is
bp. While at first glance this seems like a reasonable result, it suggests that the ‘“fittest
type’ would reproduce quickly, but also die quickly. Essentially this is an unnatural
pathology of a model which requires that the system size is fixed. We can avoid this
behaviour if instead we ask that b4 and bp are weighted such that the mean birth
rate of the population is fixed to be one;

Nwy Nwpg
by = bp = . (2.96)
nwa + (N —n)wp nwa + (N —n)wp

In this way the fitter type in some sense has a ‘greater share’ of a fixed birth rate.

Itis in this fashion we choose to work, with the parameters w4 and w g introduced
to represent the fitness weightings of alleles A and B respectively [35]. The transition
rates are then

nwa (N —n)
T(n+ 1jn) = , 297
(A 1m) = N —mws N =1 @2.97)
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(N —n)wp n
nwg + (N —n)wg N —1°

T(n—1ln) = (2.98)

The appearance of n in the denominator complicates the expansion of the master
equation slightly. This is usually addressed by rewriting the fitness parameters w4 =
14+sand wp = 1, and expanding in powers of s under the very reasonable assumption
that s is small. Positive s indicates a small fitness advantage for individuals with allele
A.The expansion is carried out for a more general case in Appendix C. One can obtain
the results required in this instance by setting D = 1 in the appendix.

An expansion of the master equation leads to the FPE (2.30) with m = 1 and
A(x) and B(x) given respectively by

A(x) =sx(1 —x) and B(x) =2x(1 —x), (2.99)

for small s. Here we have included only the lowest order contribution in s to A(x), and
omitted the order s correction in B altogether, since it will be negligible compared
with 2x (1 — x). We note that in the case s = 0 we obtain the neutral model. In the
same manner as in Sect. 2.5.2, we find equations Egs. (2.59) and (2.52), with A(x) and
B(x) given by Eq.(2.99), for the fixation probability of type A, Q(xg) = Qq, (x0),
and the unconditional fixation time 7 (xo) as a function of x, the initial concentration
of allele A.

In this case, solving Eq.(2.59), the familiar expression for the probability of
fixation, Q(xg), is found [11]:

1 —exp (—Nsxp)

0O(x0) = T exp(_Ns)

(2.100)

While the mean time to fixation can also be obtained analytically (see Egs. (5.12) and
(5.13) with M setto N and o set to s, and Appendix E), it is sufficient to determine
it numerically. [llustrative plots are shown in Fig.2.3.

1 0.5
T (xo)
Q(xo) v
0.5 0.25
%g 1 0 05 1

X0

Fig. 2.3 Probability of fixation of allele X, Q(x(), and mean time to fixation of either allele,
T (x0), in a system where allele A has a selective advantage s over allele B, as a function of initial
A concentration. While Q(xp) is obtained from Eq.(2.100), T (xo) has been obtained numerically
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2.10 Technical Background Overview

In this chapter, the fundamental mathematical tools which are necessary to understand
the following research have been discussed. Let us briefly review how they relate to
the modelling process.

We began by reviewing the definition of Markov process, which we verbally
described as one which has no memory. Clearly however many real-world systems are
non-Markovian. In Sect. 2.1 a simple example of such a system was given, however
there are many other examples; when considering reproduction in a population, it
could cogently be argued that there is a correlation in time between reproduction
events, that a single reproduction event at time ¢ makes another at time ¢ + At less
likely. However, if this time is sufficiently small it can be argued that the effect
is negligible (effectively another fast-timescale approximation). It may be true that
“Non-Markov is the rule, Markov is the exception” [48], but the benefits of simplicity
and tractability garnered from treating the process as Markov often outweigh those
gained from a more detailed treatment.

In Sect. 2.2, we went on to treat a Markov model in continuous time. This required
defining a set of time-independent probability transition rates describing the prob-
ability per unit time of moving state. While the master equation provides a total
description of the system, we noted that it was in most cases very difficult to solve.
Two methods of making progress were then proposed. In Sect.2.3, the Gillespie
algorithm was introduced. While this provides stochastic realisations whose statis-
tics obey the master equation, it does not provide any meaningful understanding
of an underlying model. It therefore best serves as a comparative tool for analytic
approximations and solutions of the master equation. To make analytic progress a
system-size expansion of the master equation was detailed, an approximation which
allows the system to be described as an FPE in as many variables as there are species
in the system. The equivalent SDE form of the FPE was then given in Sect. 2.6, since
this form will often be used in this thesis for intuitive reasons.

In the penultimate section, Sect.2.8, we arrived at the crux of the thesis; the
removal of fast-variables in stochastic systems. Here the origins of the problem in a
mathematical sense were discussed, along with the limitations of existing work. In
particular, attention was drawn to one of the fundamental problems many existing
methods fail to address; a simplification of a problem via a reduction in the number
of variables which comes at the cost of its over-complication in other regards, is often
little simplification at all.

Throughout this chapter, reference was made to the Moran model and one of its
many variants, the Moran model with mutation. This is because a model of its ilk is
the subject of much of the thesis. In order to place this work in context, the Moran
model was discussed from a more historical standpoint in Sect.2.9. In this section
an additional variant of the model was also introduced which includes the effect of
selection.

In what follows, I will introduce two methods of simplifying stochastic prob-
lems with a separation of timescales. Both procedures are mathematically explicit,
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straightforward to apply, and address the effect of correlated noise terms. In Chap. 3
the first of these approximations will be introduced, the conditioning method. To
begin I develop the method with the aid of a simple illustrative example with an
ecological interpretation in Sect. 3.2, before providing a general formulation. The
results from this example demonstrate the success of the approximation scheme
even in regimes where the fixed point is weakly unstable. In Sect.3.4 the method
is applied to an epidemiological model with seasonal forcing. This model has been
identified as suffering from the technical numerical difficulties associated with a
large separation between eigenvalues. It will be shown how the method may be used
in tandem with the LNA to provide a very good approximation to results coming
from stochastic simulations.

In Chap. 4 the second of the methods will be introduced, which shall be referred
to as the projection matrix method. In particular, [ investigate the method applied to a
generalisation of the Moran model which incorporates migration between a number
of well-mixed populations. Birth and death events are later moderated by a weak
selection pressure. The technique allows the equations for the system (in as many
variables as there are islands) to be reduced so that they resemble those for a single
island, which are amenable to analysis. Once again, the idea behind the method is
simple, its application is systematic, and the results are in very good agreement with
simulations of the full model for a range of parameter values.

Following the reduction of the metapopulation Moran model, Chap. 5 is devoted to
analysing the reduced model, and comparing it to the results obtained from stochastic
simulation. A rich array of behaviour is found, all of which is well predicted by the
reduced system.

Chapter 6 contains work which extends and connects that in the previous chapters.
This includes incorporating mutation into the Moran model with migration, drawing
links between the conditioning method and the projection matrix method and looking
at the possibility of relaxing the fixed system size assumption inherent in the Moran
model.
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