Chapter 2
Quality Measures in Pattern Mining

Abstract In this chapter different quality measures to evaluate the interest of
the patterns discovered in the mining process are described. Patterns represent
major features of data so their interestingness should be accordingly quantified
by considering metrics that determine how representative a specific pattern is for
the dataset. Nevertheless, a pattern can also be of interest for a user despite the
fact that this pattern does not describe useful and intrinsic properties of data. Thus,
any quality measure can be divided into two main groups: objective and subjective
quality measures. Whereas objective measures describe statistical properties of data,
subjective quality measures take into account both the data properties and external
knowledge provided by the expert in the application domain.

2.1 Introduction

Pattern mining is defined as the process of extracting patterns of special interest
from raw data [1]. Generally, the user does not have any information about data
so any knowledge extracted from that data is completely new and the interest of the
mined patterns is hardly quantifiable. Sometimes, though, the user previously knows
what type of knowledge is useful to be obtained from data, and it makes possible
to quantify the level of interest of the patterns [15] discovered by different pattern
mining algorithms.

In general, patterns represent major features of data so their interest should
be quantified by considering metrics that determine how representative a specific
pattern is for the dataset [5, 11]. Good metrics should choose and rank patterns
based on their potential interest to the user. Nevertheless, many application domains
require specific knowledge to be discovered and any expert in the domain needs to
quantify how promising a pattern is [26]. All of this give rise to the division of
pattern mining metrics into two different groups: objective and subjective metrics.

Objective metrics are usually defined from a statistical point of view and they
provide structural properties of data [27]. Some of these metrics have been widely
used to evaluate the interest of association patterns [21], determining that the
stronger is the dependence relationship, the more interesting is the pattern. Support,
confidence, lift, and leverage are some of these objective metrics, which are defined
in terms of the frequency of occurrence of the patterns.
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As for the subjective metrics, they usually incorporate some users’ knowledge
in the application field. Blottcher et al. [7] described that any association pattern
is considered interesting if it is either actionable or unexpected. Actionability of
a relationship means that the user might act upon it to his own advantage. Addi-
tionally, the unexpectedness refers to how far the discovered pattern contradicts the
user’s knowledge about the domain. Thus, most of the approaches for quantifying
the subjective interest of a pattern require comparisons of the discovered knowledge
with regard to the user’s knowledge.

In general, most of the existing proposals for mining patterns and associations
between patterns follow an optimization based on objective quality measures. This
huge attraction for this type of metrics lies in the fact that pattern mining mainly
aims at discovering hidden and previously unknown knowledge from datasets [14],
so there is no possibility to compare the extracted knowledge with the subjective
knowledge provided by the expert. Besides, the knowledge of two different users
into a specific field can differ greatly, which causes inaccuracy in the metrics. Thus,
the values obtained for different subjective metrics cannot be properly compared.

Finally, it should be noted that both objective and subjective measures can be
used to select interesting rules. First, objective metrics serves as a kind of filter
to select a subgroup of potentially interesting patterns and association between
patterns. Second, subjective metrics might be used as a second filter to keep only
those patterns that are truly interesting for both the user and the application field.

2.2 Objective Interestingness Measures

As described in the previous chapter, among the objectives of KDD (Knowledge
Discovery in Databases) the production of patterns of interest plays one of the most
important roles. In general terms, a pattern is an entity that should be valid, new
and comprehensive [9]. Nevertheless, the mining of unknown patterns in a database
might produce a large amount of different patterns, which causes a hardly post-
process for the end user who needs to analyse and study each pattern individually.
Besides, a large percentage of this set of patterns may be uninteresting and useless,
so the end user has to face two different problems: the quantity and the quality of
the rules [13]. To solve this issue, different quality measures based on the analysis
of the statistical properties of data have been proposed by different authors [5, 26].
Let us consider an association rule X — Y defined from a pattern P € [ =
{i1, iz, ..., i} obtained from a dataset, where X and Y are subset of P with no item
in common, i.e. {X CPAY CP:XNY =0, P\X =Y,P\Y = X}. The absolute
frequencies for any association rule X — Y comprising an antecedent X and a
consequent Y can be tabulated as shown in Table 2.1. We note n as the total number
of transactions in the dataset. We also define n, and n, as the number of transactions
that satisfies X and Y, respectively. n,, is defined as the number of transactions that
satisfies both X and Y, i.e. the number of transactions that satisfies the pattern P in
which the association rule was defined. Additionally, n,; is defined as the number
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of transactions that satisfies X but not Y, i.e. n,; = n, — ny,. Finally, ny, is defined
as the number of transactions that satisfies ¥ but not X, i.e. nz, = n, — nyy.

All these values can also be represented by considering the relative frequencies
rather than the absolute ones. Thus, given the antecedent X and the number of
transactions that it satisfies n,, it is possible to calculate its relative frequency as
px = n,/n. The relative frequency of X describes, in per unit basis, the percentage
of transactions satisfied by X. Table 2.2 illustrates the relative frequencies for a
sample association rule X — Y comprising an antecedent X and a consequent
Y. Analysing the relative frequencies, it should be noted that a rule is useless or
misleading if p,, = 0 since it does not represent any transaction. It could be caused
by two different situations: (1) the antecedent X (or the consequent Y) does not
satisfies any transaction within the dataset, so both X and Y does not have any
transaction satisfied in common, i.e. Py, = 0. (2) either the antecedent X and the
consequent Y satisfy up to 50 % of the transactions within the dataset, i.e. p, < 0.5
and p, < 0.5, but they do not satisfy any transaction in common. In case the sum
of the probabilities is greater than 1, then Py, is always greater than 0, so it is
impossible to have a probability of 0 if p, + p, > 1. In fact, it should be noted
that the maximum value of Py, is equal to the minimum value among P, and P,,
i.e. Py, < Min{Py, P,}. Figure 2.1 illustrates this behaviour, describing that in cases
where P, 4+ Py < 1 the value of P,, is defined in the range [0, Min{P,, P,}]. On the
contrary, in those situations where P, + Py > 1 the value of Py, is defined in the
range [P, + P, — 1, Min{P,, P,}]. All of this led us to the conclusion that when both
P, and P, are maximum, i.e. P, = P, = 1, then P,, is equal to 1.

The behaviour of both p, and p, with regard to p,, is described by the equation
2 X pxy < px +py < 1 + pyy, which is graphically illustrated in Fig. 2.2. As shown,
P, > 0.5if and only if P, + Py > 1. Considering the aforementioned equation, i.e.
P, < Min{P,, P,}, P,, will have a value greater or equal to 0.5 when P, + P, > 1.

As previously stated, P,, is defined as the probability of occurrence of a pattern
P = {X,Y} that represent an association rule X — Y to be satisfied in a dataset.
Here, P, stands for the probability or relative frequency of the antecedent X of the
rule, whereas P, describes the relative frequency of the consequent Y of the rule. In
pattern mining, this frequency of occurrence is widely known as the support [3] of
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Fig. 2.1 P,, may be 0 in Px P Px
situations where P, + P, < 1. 0+ M — —
On the contrary (example on
the right), Py, > 0 in
situations where Py + P, > 1,
taking a minimum value of 0.7 +
P, +P,—1

_ Prc.5
P20 Ll Pyed Py e Pys
0.5+ ! P (5 A

Pro ﬁva}im’?

ny

0.5 1

0L U — L

Fig. 2.2 Relationship LT
between the probability of a
rule P,, and the sum of the
probabilities of both the
antecedent P, and 15+
consequent Py,

Fx+P7

the pattern, being one of the major quality measures used in this field. Hence, given
an association rule of the form X — Y, we define its frequency of occurrence as
support(X — Y) = Py,.

2.2.1 Quality Properties of a Measure

In 1991, Piatetsky-Shapiro [20] suggested that any quality measure .# defined to
quantify the interest of an association within a pattern should verify three specific
properties in order to separate strong and weak rules so high and low values can be
assigned, respectively. These properties can be described as follows:



2.2 Objective Interestingness Measures 31

Table 2.3 Properties satisfied by a set of different objective quality measures

Measure Equation Range Property 1| Property 2| Property 3
Support Py, [0, 1] No Yes No
Coverage P, [0, 1] No No No
Confidence P, /P, [0, 1] No Yes No
Lift Py /(Px X Py) [0, n] Yes? Yes Yes
Leverage Py — (Py X Py) [-0.25, 0.25]| Yes Yes Yes
Cosine Py / /(P X Py) [0, 1] No Yes Yes
Conviction (Py X Py)/Py [0, c0) No Yes No
Gain (Pyy/Py) — Py [-1, 1) Yes Yes Yes
Certainty factor| ((Py,/Px) — Py)/(1 — Py)|[-1, 1] Yes Yes Yes

2This property is satisfied just in case that the measure will be normalized

* Property 1: .#(X — Y) =0 when P, = P, x P,. This property claims that any
quality measure .# should test whether X and Y are statistically independent.

* Property 2: .# (X — Y) monotonically increases with Py, when P, and P, remain
the same.

* Property 3: .# (X — Y) monotonically decreases with P, or with Py, when other
parameters remain the same, i.e. Py, and P, or P, remain unchanged.

Following with the analysis of objective quality measures, all of them will be
analysed by considering the properties defined by Piatetsky-Shapiro. Table 2.3
summarizes all the quality measures describes in this section, which will be
described in depth. Beginning with the support quality measure, it should be noted
that this measure does not satisfy first property since support(X — Y) # 0 when
P, = P, x P,. For example, if P,, = P, = P, = 1 then P,, = P, x P, and
support(X — Y) = 1, so the first property defined by Piatetsky-Shapiro is not
satisfied. Similarly, this quality measure does not satisfy the third property since
support(X — Y) = P,, so support measure cannot monotonically decrease when
P, remains unchanged. Finally, it is interesting to note that a general belief in
pattern mining is that the greater the support, the better the pattern discovered in the
mining process. Nevertheless, this assertion should be taken with a grain of salt as
it is only true to some extent. Indeed, patterns that appear in all the transactions are
misleading since they do not provide any new knowledge about the data properties.

Similarly to support, there is a metric that calculates the generality [2] of a
rule based on the percentage of transactions satisfied by the antecedent P, of a
rule, also known as body of a rule. This measure, known as coverage, determines
the comprehensiveness of a rule. If a pattern characterizes more information in the
dataset, it tends to be much more interesting. Nevertheless, this quality measure
does not satisfy any of the properties described by Piatetsky-Shapiro as shown in
Table 2.3. Besides, it is highly related to the support metric so most of the proposals
have considered support instead of coverage.

As well as support, confidence is a quality measure that appears in most of
the problems where the mining of association between patterns is a dare [29].
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This quality measure determines the reliability or strength of implication of the rule,
so the higher its value, the more accurate the rule is. In a formal way, the confidence
measure is defined as the proportion of transactions that satisfy both the antecedent
X and consequent Y among those transactions that contain only the antecedent X.
This quality measure can be formally expressed as confidence(X — Y) = Py, /Py,
or as an estimate of the conditional probability P(Y|X).

Support and confidence are broadly conceived as the finest quality measures in
quantifying the quality of association rules and, consequently, a great variety of
proposals make use of them [23]. These proposals attempt to discover rules whose
support and confidence values are greater than certain thresholds. Nevertheless,
many authors have considered that the mere fact of exceeding these quality
thresholds does not guarantee that the rules are interesting at all [5]. For instance, the
support-confidence framework does not provide a test for capturing the correlation
of two patterns. Let us consider a real example obtained in [8], which described
the rule IF past active duty in military THEN no service in Vietnam. This rule is
calculated with a very high accuracy, which is quantified by the confidence value of
0.90. Thus, the rule suggests that knowing that a person served in military we should
believe that he or she did not serve in Vietnam with a probability of 90 %. However,
the item no service in Vietnam has a support of 0.95, so the probability that a person
did not serve in Vietnam decreases (from 0.95 to 0.90) when we know he or she
served in military. All of this led us to determine that the rule is misleading since
the previously known information is more accurate than the probability obtained
when more descriptive information is added.

Analysing whether the confidence quality measure satisfies or not the three
properties provided by Piatetsky-Shapiro [20], we obtain that it only satisfies
the second property (see Table 2.3). Let us consider the following probabilities:
Py =1/3, P, = 1/2, and P, = 2/3. The first property proposed by Piatetsky-
Shapiro determines that if P,, = P, X P, is satisfied by a measure ./, then this
measure should satisfies that .# (X — Y) = 0. Considering the aforementioned
probabilities, Py, = P, x P, = 1/3 so the confidence will satisfy the first property if
and only if confidence(X — Y) = 0. Nevertheless, computing this value, we obtain
that confidence(X — Y) = P,,/P, = 2/3 # 0 so the confidence metric does not
satisfy the property number one. Continuing with the second property, it is trivial to
demonstrate that confidence(X — Y) = P,,/P, monotonically increases with P,,
when P, remains the same, so this second property is satisfied by the confidence
metric. Finally, the third property is partially satisfied by confidence measure since
this measure does not include Py, so we cannot state that third property is satisfied
by confidence measure.

Support and confidence have been widely used in the mining of associations
between patterns [29], and they are still considered by numerous authors that apply
association to specific application fields [18, 22]. These two metrics are related
as shown in Fig.2.3, the shaded area illustrates the feasible area in which any
association rule can obtain the values for the support and confidence measures.
In order to understand the existing relation between these two quality measures,
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it should be noted that Py, < Min{Py, P}, and P,, < P,. Thus, given a value P,,,
then P, will have a value in the range P, € [Pyy, 1], so confidence(X — Y) is always
greater or equal to support(X — Y).

Brin et al. [8] proposed a different metric to quantify the interest of the
associations extracted in the mining process. This quality measure, which is known
as lift, calculates the relationship between the confidence of the rule and the
expected confidence of the consequent. Lift quality measure is described as [ift(X —
Y)= P,/ (Px X Py) = confidence(X — Y)/P,. This measure calculates the degree
of dependence between the antecedent X and the consequent Y of an association
rule, obtaining a value < 1 if they are negative dependent; a value > 1 if they
are positive dependent; and 1 in case of independence. As shown in Table 2.3, if
lift( X — Y) = 1, then P,, = P, x P, so X and Y are independent and this measure
satisfies the first property of Piatetsky-Shapiro [20] just in case that the measure
will be normalized; if lift(X — Y) > 1, then this measure monotonically increases
with P,, when other parameters remain the same (Property 2 of Piatetsky-Shapiro);
finally, if lift(X — Y) < 1, then lift monotonically decreases with P, (or Py) when
other parameters remain the same (Property 3 of Piatetsky-Shapiro).

Let us consider the same real example described for the confidence measure and
proposed by Brin et al. [8]. This example determined that the rule IF past active
duty in military THEN no service in Vietnam has a confidence value of 0.90, and
the support of the pattern no service in Vietnam is 0.95. In this regard, considering
the same rule, the lift measure obtains a value of lift = 0.90/0.95 = 0.947,
describing a negative dependence between the antecedent and consequent. Thus,
this quality measure describes much more information than the one obtained by the
confidence metric. Finally, it should be noted that most authors look for a positive
correlation among the antecedent X and the consequent Y so only values greater
than 1 are desired, that is, the confidence of the rule is greater than the support of
the consequent.
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Similarly to the lift measure, Piatetsky-Shapiro proposed a metric that calculates
how different is the co-occurrence of the antecedent and the consequent from
independence [16]. This quality measure is known as novelty or leverage [4], and
is defined as leverage(X — Y) = P, — (P x P,). Leverage takes values in
the range [—0.25,0.25], and its value is zero in those cases where the antecedent
X and consequent Y are statistically independent, so values close to zero imply
uninteresting rules. A important feature of this quality measure is that it satisfies
the three properties proposed by Piatetsky-Shapiro. First, leverage(X — Y) = 0
if P, = P, x Py, so it satisfies the first property. Additionally, leverage(X — Y)
monotonically increases with P,, (property 2), and monotonically decreases with P,
or with P, (property 3).

Another quality metric derived from lift is the IS measure, also known as
cosine, which is formally defined as IS(X — Y) = ,/Lift x P,,. As described by
the authors [26], the IS measure presents many desiderable properties despite it
does not satisfies the first property described by Piatetsky-Shapiro. First, it takes
into account both the interestingness and the significance of an association rule
since it contains two important quality measures in this sense, i.e. support and
lift. Second, IS is equivalent to the geometric mean of confidence, i.e. IS =

VLift x Py = /P}Cy/ (Px x Py), which can also be described as IS(X — Y) =

\/ confidence(X — Y) x confidence(Y — X). Finally, this quality measure can be
described as the cosine angle, i.e. IS(X — Y) = Py, /Py X P,.

A major drawback of the lift quality measure is its bi-directional meaning, which
determines that [ift(X — Y) = lift(Y — X) so it measures co-occurrence, not
implication. It should be noted that the final aim of any association rule is the
discovery and description of implications between the antecedent and consequent
of the rule, so the direction of the implication is quite important and does not
always reflect the same meaning and, therefore, cannot be measured with the
same values. In this regard, the conviction quality measure (see Table 2.3) was
proposed [8] as conviction(X — Y) = (P x Py)/P,y. Conviction represents the
degree of implication of a rule, and values far from the unity indicate interesting
rules. According to the authors, this quality measure is useful for the following
reasons:

 Conviction is related to both P, and P, which is a great advantage with regard
to confidence. As previously described, confidence only considers P, so it may
give rise to a confidence value that is smaller than the support of the consequent,
i.e. a negative dependence between the antecedent and consequent.

e The value of this measure is always equal to 1 when the antecedent X and the
consequent Y are completely unrelated. For example, a P, value equal to Py,
produces a value of 1, which means independence between both X and Y.

e Unlike lift, rules which hold 100 % of the time have the highest possible
conviction value. The confidence measure also has this property, providing a
value of 1 (the maximum value for confidence) to these rules.

e Conviction is a measure of implication since it is directional, so it behaves
differently to lift.
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Considering the conviction quality measure, it should be noted that its main
drawback lies in the fact that it is not a bounded measure, i.e. its range is [0, co].
This quality makes impossible to determine an optimum quality threshold, which is
a really big handicap for the use of this metric.

A different quality measure that is based on both the confidence and the support
of the consequent is defined as gain of a rule or relative accuracy [16]. This quality
measure, which is formally defined as gain(X — Y) = confidence(X — Y) — P,,
satisfies the three properties described by Piatetsky-Shapiro as shown in Table 2.3.
The gain measure can also be defined as gain(X — Y) = (P, — (Py X P)))/Px
so when Py, = P, x Py, then gain(X — Y) = 0. Thus, this metric satisfies the
first property described provided by Piatetsky-Shapiro. Additionally, gain(X — Y)
monotonically increases with P,, (property 2), and monotonically decreases with P,
or P, (property number 3).

Based on the same features provided by the gain measure, a different quality
measure was defined in [24] as the gain normalized into the interval [-1,1]. This
quality measure, known as certainty factor (CF), calculates the variation of the
probability Py of the consequent of a rule when consider only those transactions
satisfied by X. Formally, CF is defined as CF(X — Y) = gain(X — Y)/(1 = P,) if
gain(X — Y) > 0),and CF(X — Y) = gain(X — Y)/P, if gain(X — Y) < 0).

2.2.2 Relationship Between Quality Measures

The number of objective quality measures is enormous [13], and there is no clear
set of metrics appropriate for the pattern mining task. The aforementioned subset of
measures (see Table 2.3) comprises different metrics widely used by many experts
in the field [13, 27, 29], but we cannot define this group as the best or the optimum
one. Considering the previously described group of measures, Fig.2.4 illustrates
how the different pairs of measures are related, which is really interesting to know
the behaviour of the metrics. Here, each dot on the scatter plot represents one
association rule from different datasets. The position of the dot on the scatterplot
represents its A (measure in the x-axis) and B (measure in the y-axis) value. As a
matter of example, it is interesting to note that the existing relationship between
both support and confidence (see Fig.2.4) for a varied set of different rules is the
same as the one described in Fig. 2.3, which was demonstrated mathematically.
Analysing the properties described by Piatetsky-Shapiro [20], and considering
the set of quality measures shown in Table 2.3, the three properties are satisfied
by the following metrics: lift, leverage, gain and certainty factor. In this regard,
it is interesting to analyse in depth these four quality measures, so the existing
relationship between them and the support measure is described below. Despite
the fact that support is not considered as a quality measure according to the
properties of Piatetsky-Shapiro, it is the most well-known metric used in pattern
mining [3] and any existing proposal in this field includes this metric. First, we
analyse the existing relationship between support (support(X — Y) = P,,) and lift
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(lift( X — Y) = Py, /(P x Py)) as shown Fig. 2.5. As it is illustrated, the smaller the
support value the higher the lift value, denoting a high positive dependence between
the antecedent X and the consequent Y of an association rule. Nevertheless, if we just
analyse the lift values in the range [0, 1], we discover that small support values also
imply a high negative dependence between the antecedent X and the consequent Y.
Finally, it should be noted that the higher the support the more independent are
both X and Y, and a support value of 1 implies that P,, = P, x P, so X and Y are
statistically independent.

In a second analysis, we study the relationship between support and leverage,
which is defined as leverage(X — Y) = P,, — (P, x Py) in the range [—0.25, 0.25].
It is quite interesting to note that, similarly to the lift quality measure, leverage
denotes independence between X and Y for maximum support values (see Fig. 2.6).
For negative leverage values, the behaviour is quite similar to the one obtained for
lift. The main different lies on positive leverage values, where the maximum value is
bounded. Noted that the upper bound in the lift quality measure is the total number
n of transactions in the dataset, whereas in the leverage metric is 0.25 regardless the
dataset used.
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Following with the same analysis and considering now support against gain,
which is defined as gain(X — Y) = (Py, — (Px X Py))/ Py, the existing relationship
is shown in Fig.2.7. Similarly to the leverage metric, the gain measure can obtain
any value in a bounded range of values, i.e. [—1, 1], which is a great advantage with
regard to the lift metric. Furthermore, negative gain values describe a behaviour
quite similar to the aforementioned metrics (lift and leverage). In fact, the behaviour
described by this metric is quite similar to the one described by the lift. Two are
the main differences: (1) the upper bound is delimited, which is a great advantage
since it does not depend on the dataset under study and the rules can be properly
quantified; (2) the value 0 implies independence between the antecedent X and the
consequent Y.

Finally, we analyse the existing relationship between support and certainty factor
(CF), which is illustrated in Fig. 2.8. This metric, which is defined as CF(X — Y) =
((Pyy/Pyx) — Py)/(1 — Py), obtains negative values similarly to the other analysed
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measures, i.e. lift, leverage and gain. Furthermore, a value of O for the CF measure
implies an independence between X and Y. Another interesting feature of CF is its
bounded range of values, which is the same as the one of gain, i.e. [—1, 1]. The main
difference between CF and the other metrics lies on the fact that high support values
can imply high CF values. Finally, it should be noted that maximum support values,
i.e. support(X — Y) = 1, produce a value CF(X — Y) = 0, whereas maximum
CF values can be obtained for any support value lower than 1 and greater than 0.

2.2.3 Other Quality Properties

Since the proposal described by Piatetsky-Shapiro [20], which determined three
different properties to quantify the interest of any metric, many authors have studied
other properties in this regard [27]. The first property (O1) is related to the symmetry
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Table 2.4 Summary of properties satisfied by a set of different objective quality

measures
Measure Property 1 | Property 2 | Property 3 |O1 |02 |03 |04
Support No Yes No Yes |[No |No | No
Coverage No No No No |[No |No |No
Confidence No Yes No No |No |No |Yes
Lift Yes? Yes Yes Yes |[No |No |No
Leverage Yes Yes Yes Yes | Yes | Yes | No
Cosine No Yes Yes Yes |[No |No | Yes
Conviction No Yes No No |No |Yes |No
Gain Yes Yes Yes No |No |No |No
Certainty factor | Yes Yes Yes No |No |Yes |No

*This property is satisfied just in case that the measure will be normalized

Table 2.5 Sample relative Y % 5
frequencies for an association

rule of the form X — Y 0.55 |0.05 |0.60

0.15 10.25 | 0.40
0.70 10.30 | 1.00

M < e

under variable permutation. In this sense, a measure ./ satisfies this property
if and only if Z(X — Y) = .#(Y — X). Otherwise, .# is known as an
asymmetric measure. As shown in Table 2.4, the symmetric measures considered
in this study include support, lift, leverage and cosine. As for asymmetric measures,
the following metrics are considered: coverage, confidence, conviction, gain and
certainty factor. This type of measures are used for situations in which there is a
need to distinguish between the rule X — Y and the rule ¥ — X.

Let us consider the confidence quality measure, which was defined as P,,/Px,
and the relative frequencies shown in Table 2.5. The confidence quality measure is
computed as confidence(X — Y) = 0.55/0.60 = 0.9166, so this quality measure
does not satisfy the property O1, since confidence(Y — X) = 0.55/0.70 = 0.7857
and, therefore, confidence(X — Y) # confidence(Y — X). On the contrary, the lift
quality measure (Py,/(P,xPy)) is considered as a symmetric measure since lift(X —
Y) = lift(Y — X). Considering again the relative frequencies shown in Table 2.5, it
is obtained that liftf(X — Y) = 0.55/(0.60 x 0.70) = 1.3095 = lift(Y — X).

The second property (02) describes the antisymmetry under row/column permu-
tation. A normalized measure . is antisymmetric under the row permutation opera-
tion if .# (T")=-.# (T), considering T as the table of frequencies (see Table 2.2) and
T’ as the table of frequencies with a permutation on the rows; whereas the measure
A is antisymmetric under the column permutation operation if .Z (T") = —.# (T),
considering T” as the table of frequencies with a permutation on the columns.
From the set of metrics used in this study, only the leverage or novelty satisfies the
antisymmetry property under row/column permutation (see Table 2.4). According to
the authors [27] measures that are symmetric under the row and column permutation
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Table 2.6 Row permutation Y Y 5

of the sample relative

frequencies shown in )f 0.15 1025 10.40

Table 2.5 X [0.55 [0.05 |0.60

X 10.70 /030 | 1.00

Table 2.7 Rm;/ :illnd colu{nn Y Y P>

permutations of the sample

relative frequencies shown in )f 0.25 | 0.15 | 040

Table 2.5 X | 0.05 | 055 | 0.60
X | 030 | 0.70 | 1.00

operations do not distinguish well between positive and negative correlations so it
should be careful when using them to evaluate the interestingness of a pattern.

Considering the leverage quality measure, which was defined as Py, — (P, X P)),
and the relative frequencies shown in Table 2.5, it is possible to assert that this
quality measure is antisymmetric under the row permutation (see Table 2.6). Noted
that leverage(X — Y) = 0.55 — (0.60 x 0.70) = 0.13 on the original contingency
table (Table 2.5), and leverage(X — Y) = 0.15 — (0.40 x 0.70) = —0.13 when
using the row permutation (Table 2.6). Hence, it is possible to assert that leverage
satisfies the second property under the row permutation.

A third property (O3) is related to inversion as a special case of the row/column
permutation where both rows and columns are swapped simultaneously. This
third property describes symmetric binary measures, which are invariant under the
inversion operation. A measure .# is a symmetric binary measure if .Z(T) =
A (T"), considering T as the table of frequencies (see Table 2.5) and 7" as the
table of frequencies with a permutation on both rows and columns (see Table 2.7).

Taking again leverage as a quality measure that satisfies the third property (O3),
it is possible to calculate leverage(X — Y) = 0.55 — (0.60 x 0.70) = 0.13 on
the original contingency table (Table 2.5). On the contrary, when using the table
of frequencies with a permutation on both rows and columns (see Table 2.7), the
leverage value is calculated as leverage(X — Y) = 0.25 — (0.40 x 0.30) = 0.13,
so it is demonstrated that the O3 property is satisfied. Finally, let us consider now
the confidence measure as a quality measure that does not satisfy this property.
Taking the original contingency table (Table 2.5), the confidence value is obtained
as confidence(X — Y) = 0.55/0.60 = 0.9166, whereas for the permutated table
(see Table 2.7), the value obtained is confidence(X — Y) = 0.25/0.40 = 0.6250,
so this property is not satisfied by the confidence quality measure.

To complete this analysis, the null-invariant property (O4) is also included, which
is satisfied by those measures that do not vary when adding more records that do not
contain the two variables X and Y. This property may be of interesting in domains
where co-presence of items is more important than co-absence. Table 2.8 shows
the relative frequencies when more records that do not contain the two variables
X and Y have been added to the original relative frequencies (see Table 2.5).
Here, it is possible to demonstrate that confidence satisfies this property since
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Table 2.8 Sample relative Y Y D)
frequencies when adding
more records that do not
contain the two variables X
and Y to relative frequencies
shown in Table 2.5

0.275 10.025 | 0.300
0.075 |0.625 | 0.700
0.350 |0.650 | 1.000

M | |

confidence(X — Y) = 0.55/0.60 = 0.9166 on the original table of frequencies and
this value remains the same for the new table of frequencies, i.e. confidence(X —
Y) = 0.275/0.300 = 0.9166.

2.3 Subjective Interestingness Measures

In previous section, we have described a set of quality measures that provide
statistical knowledge about the data distribution. Many of these measures state for
the interest and novelty of the knowledge discovered, but none of them describe
the quality based on the background knowledge of the user [12]. Sometimes, this
background knowledge is highly related to the application domain, and the use of
objective measures does not provide useful knowledge.

Many authors have considered that the use of any subjective measure is appropri-
ate only if one of the following conditions are satisfied [11]. First, the background
knowledge of users varies due to the application field is highly prone to changes.
Second, the interest of the users vary, so a pattern that can be of high interest in
a quantum of time #; may be useless in a quantum of time #,. Thus, subjective
quality measures cannot be mathematically formulated as objective interestingness
measures do.

Knowledge comprehensibility can be described as a subjective measure, in the
sense that any pattern can be little comprehensible for a specific user and, at the
same time, very comprehensible for a different one [10]. Nevertheless, many authors
have considered this metric as an objective measure with a fixed formula: the
fewer the number of items, the more comprehensible a pattern is. This concept of
comprehensibility can also be applied to the number of patterns discovered [17]. It
should be noted that, when an expert want to extract knowledge from a database, it
is expected that the knowledge is comprehensible so to provide the user with tons
of interesting patterns may be counter-productive. Thus, the fewer the number of
patterns provided to the user, the more comprehensible the extracted knowledge
is. Nevertheless, the comprehensibility problem is not an easy issue, and it is not
only related to the length of the patterns or the number of patterns discovered in
the mining process. Comprehensibility can be associated with subjective human
preferences and the level of abstraction. As a matter of example, let us consider the
representation of the invention of the first light bulb by Thomas Edison. At a low
level of abstraction, it is possible to assert that Edison filed his first patent application
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on October 14th, 1878. Depending on the application domain, this date may be
extremely accurate, so for some users it might be enough by describing that the
invention of the first light bulb is dated in 1878. Even more, for a young students, it
is perfectly fine to know that this invention was carried out in the nineteenth century.
The three aforementioned representations are perfectly accurate, but depending on
the human preferences, the last representation is more comprehensible than the
first one.

The term unexpectedness has also been used in describing subjective quality
measures [19]. A pattern is defined as unexpected and of high interest if it
contradicts the user’s expectations. Let us consider a dataset comprising information
about students of a specific course, where the instructor previously knows that
80 % of the students passed the first test. It is expected that a huge percentage
of the students also passed the second test according to the previous knowledge.
Nevertheless, it is discovered that only 5 % of the students passed this second test.
This pattern is completely unexpected to the instructor, denoting that something
abnormal has occurred during the second lesson.

In subjective quality measures, actionability plays an important role [25].
A pattern is interesting if the user can do something with it or react to ti to his
advantage. Considering the same example described before, which described that
only 5% of the students passed the second test whereas 80 % of these students
passed the first test, it is possible to consider this pattern as actionable if it serves
to improve both the teaching skills and the resources provided to students. This is
a clear example of a pattern that is unexpected and actionable at the same time.
Nevertheless, these two concepts are not always associated since an unexpected
pattern might not be actionable if the results obtained do not depend on the user but
on external systems.

Interactive data exploration is another subjective way of evaluating the quality
of the extracted knowledge [28]. This novel task defines methods that allow the
user to be directly involved in the discovery process. In interactive data exploration,
patterns result to be much more relevant and interesting to the user [6] since he or she
explores the data and identifies interesting structure through the visualization and
interaction of different models. Nevertheless, this task has an enormous drawback
since it can only be applied to relatively small datasets since the mining process
cannot be tedious for the end user.
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