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Abstract. The OpenSHMEM Library Specification has evolved consid-
erably since version 1.0. Recently, non-blocking implicit Remote Memory
Access (RMA) operations were introduced in OpenSHMEM 1.3. These
provide a way to achieve better overlap between communication and
computation. However, the implicit non-blocking operations do not pro-
vide a separate handle to track and complete the individual RMA opera-
tions. They are guaranteed to be completed after either a shmem quiet(),
shmem barrier() or a shmem barrier all() is called. These are global com-
pletion and synchronization operations. Though this semantic is expected
to achieve a higher message rate for the applications, the drawback is
that it does not allow fine-grained control over the completion of RMA
operations.

In this paper, first, we introduce non-blocking RMA operations with
requests, where each operation has an explicit request to track and com-
plete the operation. Second, we introduce interfaces to merge multiple
requests into a single request handle. The merged request tracks multiple
user-selected RMA operations, which provides the flexibility of tracking
related communication operations with one request handle. Lastly, we
explore the implications in terms of performance, productivity, usability
and the possibility of defining different patterns of communication via
merging of requests. Our experimental results show that a well designed
and implemented OpenSHMEM stack can hide the overhead of allocating
and managing the requests. The latency of RMA operations with requests
is similar to blocking and implicit non-blocking RMA operations. We test
our implementation with the Scalable Synthetic Compact Applications
(SSCA #1) benchmark and observe that using RMA operations with
requests and merging of these requests outperform the implementation
using blocking RMA operations and implicit non-blocking operations by
49% and 74% respectively.
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1 Introduction

OpenSHMEM 1.3 [1] introduced implicit non-blocking puts and gets to the exist-
ing library Application Programming Interface (API). The semantics of these
operations allow to post the operation, and later wait for its completion. This
has advantages over previous blocking semantics as overlap between the commu-
nication and other operations can be achieved. These operations are considered
complete only after a remote memory update is guaranteed through the use
of a shmem quiet, shmem barrier or a shmem barrier all. Since shmem quiet,
shmem barrier, and shmem barrier all are global completion operations i.e.,
shmem quiet completes all outstanding memory update operations by a par-
ticular Processing Element (PE) and shmem barrier completes all outstanding
memory update operations on all PEs (and synchronizes them), it can have a
significant performance impact on applications that only require finer grained
completion.

This paper proposes the introduction of non-blocking data transfer calls with
explicit requests, the ability to use single request for multiple operations, and
interfaces to merge multiple requests. Explicit requests provide the capability
of tracking individual data transfer operations. The option to group related
RMA operations together into a single request handle provides flexibility to the
programmer and can improve the application performance.

As we often see in scientific code, a series of updates are made during the com-
putation phase and are written during the communication phase. Most updates
need to happen together to enable the next set of computations. Such updates
can be merged together to enable easy checking for the user. This has many
performance as well as productivity implications. This approach may greatly
simplify how users write their code, replacing multiple request handles by a sin-
gle request handle. The performance advantage comes from the fact that testing
completion of a single handle is much more cost efficient than either check-
ing individual handles or executing mass memory updates via quiet or barrier
that will only return after all pending local and remote memory updates are
processed.

In Sect. 2, we first motivate the scenarios where these interfaces are useful.
In Sect. 3, we provide details of the interfaces introduced. In Sect. 4, we discuss
the details of our implementation. In Sect. 5 we modify the application kernels
and benchmarks to demonstrate the usability, productivity, and performance
advantages of the interfaces. We discuss the results of Sect. 5 in depth in Sect. 6.
Related work in this context is covered in Sect. 7 and our next steps are discussed
in Sect. 8.

2 Motivation

The traditional OpenSHMEM programming model is based on the foundation
of maximum computation-communication overlap through fast one-sided RMA
operations that do not require the involvement of the destination PE. Implicit
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non-blocking calls were introduced in OpenSHMEM 1.3 [1]. These calls provide
many advantages of non-blocking calls except the ability to track their comple-
tion. Even for 1.3 semantics, completion is guaranteed by either using a quiet
or a barrier. Explicit non-blocking calls overcome this pitfall by providing fine
grained control through individual request handles. The following are the sce-
narios where having merged handles for explicit RMA operations can be both
advantageous and performant.

2.1 Use Case 1: OpenSHMEM Threads

As the OpenSHMEM Specification evolves to incorporate thread safety and
a threading model, it becomes critical to define a synchronization mechanism
within threads of a single PE. Many operations distributed within the threads
may require sequential consistency. Merging handles for communication by a
single thread allows for easy ordering of operations when compared to managing
individual communication calls with explicit handles.

The Cray Threads proposal [4] offers a thread safe threading model
that requires registering of threads after initializing threading support via
shmem thread register at the start of a multithreaded OpenSHMEM program.
Similarly, a shmem thread unregister is required to be called by threads that
have registered via the shmem thread register call when threading support is
no longer required within the OpenSHMEM program. Registering a thread that
may make OpenSHMEM library calls during the lifetime of the program provides
a means to track communication originating from that thread. This threading
model also defines a shmem thread quiet as a means to coordinate activities
between different threads of a single PE. Through our approach, a single handle
can represent a collection of RMA operations made by a thread, thus allowing
concurrency between non-related RMA operations issued by the same or differ-
ent thread belonging to the same PE. We also eliminate the need for introducing,
implementing, and maintaining three library calls which is an added bonus.

Dinan et al. [5] introduce contexts as a way to eliminate interference between
threads by generating independent streams of communication operations that
enable the OpenSHMEM library to map operations generated by threads to
private communication resource sets. Contexts are intended to provide thread
isolation and a greater control over ordering of operations. This can improve com-
munication and computation overlap. The very same effect can be achieved with
greater overlap opportunity by introducing non-blocking explicit RMA opera-
tions and providing the facility of merging related updates to a single request.
The advantage of our approach is that many of the concepts already exist in
other programming models and libraries, thus leading to better acceptance and
use by the OpenSHMEM user community.

2.2 Use Case 2: Defining Patterns

The merging of the requests are particularly useful for communication and com-
putation patterns where it is required to track a group of operations, and also
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require opportunity to overlap the operations with computation. For example in
a stencil computation operation, each phase of communication within a sweep
can be merged into a single request. Since the results are not required till the
next time-step, the communication can progress asynchronously with other com-
munication or computation operations. Also, the user does not need to test for
the completion of all the individual communications.

2.3 Use Case 3: Defining New Collectives

The RMA operations with explicit requests along with merging can provide a
way to define customized one-sided collectives with ability to asynchronously
progress the collectives. For example, currently broadcast in OpenSHMEM is
restricted to updates from a root PE to other PEs defined by a regular (power-
of-two stride) active-set. If a program frequently needs to update an irregular set
of PEs, this might be encapsulated in a single merged-handle. Following the same
logic, other customized non-blocking collectives are also possible. Moreover, this
approach provides a means of providing overlap between collectives that are not
using/updating the same symmetric objects.

3 API and Semantics for RMA Operations with Requests

In this section, first, we introduce the interfaces required for non-blocking RMA
operations with requests. We then look at two possible ways to merge the
requests. One way is to create a single merged request handle (which is a col-
lection of requests), and the other approach is to merge existing requests into a
single request.

3.1 Explicit Non-blocking RMA Operations

The interfaces for the Put operations are in Box 1, and the Get operations are
in Box 2. They are used for transferring data from the origin PE to the target
PE (pe) and form the destination PE to the origin PE respectively. The source
of the data is passed as the source and the target buffer is passed as the target.
The handle to track the Put operation is created by the library and returned
with handle.

shmem TYPE put nbe (TYPE *target, const TYPE *source, size t nelems, int pe,
shmem request handle t **handle);
shmem putSIZE nbe (TYPE *target, const TYPE *source, size t nelems, int pe,
shmem request handle t **handle);

Box 1. Put operations with requests

These operations return after initiating the Put (or Get) operation, but not
necessarily before copying data out of the source variable/array. These semantics
are similar to implicit RMA operations introduced in OpenSHMEM 1.3 [1].
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shmem TYPE get nbe (TYPE *target, const TYPE *source, size t nelems, int pe,
shmem request handle t **handle);
shmem getSIZE nbe (TYPE *target, const TYPE *source, size t nelems, int pe,
shmem request handle t **handle);

Box 2. Get operations with requests

However, the difference is in the completion of operations. The RMA opera-
tions with requests are required to call the Wait (Box 3) function to guarantee
completion, or they can use the Test (Box 3) function to query the status of the
operations.

void shmem wait req( shmem request handle t *handle);
void shmem test req( shmem request handle t *handle);

Box 3. Wait and Test operations for completing and testing the status of
requests, respectively.

3.2 Merging RMA Request Handles

The RMA interfaces that take in requests that represent more than one opera-
tion is shown in Box 4. Using this interface, the user provides a hint to the library
about usage of the data from the operations. It indicates that the user expects to
group a set of RMA operations, which can be synchronized and completed simul-
taneously. The library can optimize by allocating independent network resources
that can be independently synchronized and flushed for completion.

shmem TYPE RMA nbe multiple(TYPE *target, const TYPE *source, size t
nelems, int pe, shmem request handle t **handle);

Box 4. RMA Operation with Merged Request Handles

The interface for merging already existing requests is shown in Box 5. This
interface is useful for tracking and completing already existing groups of RMA
operations. The user has the flexibility to cherry-pick RMA requests that may
be grouped together for maximum overlap. Similar to RMA operations with
requests, these operations are completed using the Wait operation.

shmem merge requests(int num req, shmem request handle t **ReqArray,
shmem request handle t **request );

Box 5. Interface for Merging the Requests
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As merged handles are just a medium to provide a single request for mul-
tiple related RMA operations, they themselves do not impose any restrictions
on the programmer when used alongside other OpenSHMEM API. All explicit
non-blocking calls will complete after a shmem quiet, shmem barrier, or shmem
barrier all is called but the user must call shmem wait req to release the request
handle. This provides for a cleaner usage and better code readability as the
user can easily match RMA operations to their corresponding waits. The use of
shmem fence has no effect on the ordering of explicit non-blocking RMA.

4 Implementation Using UCX

The implementation of explicit and merged non-blocking RMA operations is
done in the OpenSHMEM reference implementation. The reference implemen-
tation can use two different networking libraries. Figure 1 shows an overview of
the dependencies. One is GASNet and the other is Unified Communication X
(UCX) [14].

UCX is a middleware that provides a portable API that targets differ-
ent underlying networking components. By providing a highly performant API
framework, UCX exposes the constructs for implementing various programming
models such as Message Passing Interface (MPI) and Partioned Global Address
Space (PGAS).

UCX is comprised of three major API frameworks. These frameworks can be
used independently of each other. They include UC-Services (UCS) - provides
services and common utilities, UC-Transports (UCT) - provides low level API
for hardware transports, and UC-Protocols (UCP) - provides high level API that
implement different protocols.

COMMS

GASNet

OpenSHMEM API

Atomics RMA Collectives Utils
Symmetric
Memory

Core Components

Fig. 1. Various components in the OpenSHMEM reference implementation
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UCT abstracts the arduous details of the underlying hardware, thus providing
a low-level API for implementing higher-level protocols. The API provides the
necessary functionality for communication context management, device specific
memory allocation and management, interfaces for various types of messages,
remote memory access (RMA), Atomic Memory Operations (AMO), active mes-
sages, and collectives. The API is driven by the interconnect manufacturers.

UCP is layered over UCT and provides an abstraction of higher-level pro-
tocols. These can be used by programming models such as MPI and PGAS.
UCP initializes the UCX library, allows for message fragmentation, and pro-
vides multi-rail communication.

To implement explicit RMA operations and merged requests, the UCX net-
working layer is used. While the OpenSHMEM reference implementation is set-
ting up the symmetric heap and manages PEs, the RMA operations map directly
to UCP functions. Therefore the explicit non-blocking operations are imple-
mented in UCP with a small wrapper in OpenSHMEM.

5 Evaluation

5.1 Experimental TestBed

5.1.1 System
We run our experiments on a 16 node SGI cluster with Mellanox ConnectX-4
VPI adapter card, EDR IB (100 Gb/s) and 100 GbE, a single-port QSFP, and
PCIe3.0× 16. Each node comprises of two NUMA nodes with two sockets each
and 10 cores per socket. Each of 40 CPUs is an Intel Xeon E5-2660 v3 operating
at 2.6 GHz.

5.1.2 Application Kernels and Benchmarks
For evaluation, we use micro-benchmarks and application kernels. The details of
the application kernel is provided in Sect. 5.3. Here we present the experimental
results and discuss them in detail in Sect. 6.

For evaluating the latency, bandwidth, and message rate, we modify bench-
marks from OSU [15]. The modifications include changing the shmem interfaces
to use non-blocking implicit and explicit RMA operations.

We modify the latency benchmark to mimic a ping-pong exchange. The ping-
pong benchmark first sends the data from origin PE to remote PE. The remote
PE waits for data using shmem wait on the last byte of the data, then sends a
response to the origin PE. Though this approach may not reflect the arrival of
the complete message for networks that do not guarantee in-order delivery, for
Mellanox’s InfiniBand network with Reliable Connection (RC) transport proto-
col, in-order delivery is guaranteed.
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5.2 Performance Evaluation of RMA Operations with Requests
and Merged Requests Using Micro-Benchmarks

5.2.1 Latency of Get Operations
In this experiment, the performance of shmem getmem, shmem getmem nbi,
and shmem getmem nbe operations is compared. The origin PE issues the
Get operation, and waits for completion. In case of shmem getmem, the data
is updated when the call returns. In the case of shmem getmem nbi, and
shmem getmem nbe, it waits for shmem quiet and shmem wait req to complete
respectively. Figure 2 shows that the latency of all Get operations are similar.

To understand the performance impact of global completion (shmem quiet
and shmem barrier) used for completing implicit operations, we modify the Get
benchmark to issue multiple Get operations. The origin PE issues Get operations
to multiple PEs, and waits for completion only on one PE. From Fig. 3 we observe
that the performance of RMA operations with requests outperform (as expected)
both implicit non-blocking RMA operations and blocking RMA operations.

5.2.2 Ping-Pong Latency
Figures 4 and 5 compare the round trip time for shmem put, shmem put nbi, and
shmem put nbe for small and large messages respectively. The origin PE sends a
ping using shmem put, shmem put nbi, or shmem put nbe, and the destination
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Fig. 4. Roundtrip latency using put-based ping-pong benchmark for small messages

PE and then waits on a corresponding pong using shmem int wait until. On
receiving the ping, the destination PE responds with a pong through a Put . The
target PE waits on the last byte of the message.
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Fig. 5. Roundtrip latency using put-based ping-pong benchmark for large messages

For our experiments we use Mellanox’s InfiniBand HCA as network and use
RC protocol for data transfer, which guarantees in-order delivery of messages.
For this setup, polling on the last byte of data to learn the completion is a
reasonable approach, although it might be inaccurate for networks and memory
architectures that do not guarantee in-order delivery of messages. For comple-
tion, the shmem put and shmem put nbi calls require a shmem quiet, while
shmem put nbe requires a shmem wait req on the request.

From the graphs, one can observe that there are some performance dif-
ferences. For a one byte message, the round trip latencies of shmem put,
shmem put nbi, and shmem put nbe are 1.58 µsec, 1.54 µsec, and 1.52
µsec respectively. For 4 MB message, the latencies are 753.29 µsec, 704.54 µsec,
and 685.65 µsec respectively. The performance difference in case of small message
is negligible.

5.2.3 Message Rate Evaluation
To understand the impact on message rate, we measure the message rate
achievable using various Put interfaces. Figure 6 shows the message rate of
shmem put nbe, shmem put nbi and shmem put. For this experiment, we modify
and use the message rate benchmark in OSU benchmark suite [15]. To measure
the message rate of shmem put, the benchmark issues a series of Put opera-
tions in a loop and single quite operation at the end of the loop. Similarly, the
modified benchmark for implicit Put issues a series of shmem put nbi operations
and single quite operation to measure the message rate of implicit non-blocking
operations. For the non-blocking Put with requests, the benchmark issues a
shmem put nbe and complete it with shmem wait nb (Box 3) operation. So, it
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Fig. 6. Comparing the message rates of shmem putmem, shmem putmem nbi and
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issues one shmem wait nbe operation per shmem put nbe. In the Fig. 6, we can
observe that the message rate of RMA operations with requests is similar to
blocking and implicit non-blocking Put operations.

5.3 Performance Evaluation with Scalable Synthetic Compact
Applications (SSCA) #1 Kernel

SSCA #1 Description: The benchmark is an implementation of the Smith-
Waterman local sequence alignment algorithm [2]. For our experiments, we use
the OpenSHMEM version ported by Baker et al. [3]. This benchmark focuses on
sequence alignment algorithms in computational biology. It stresses integer and
character operations, and requires no floating point operations.

Listing 1.1. SSCA#1 Kernal 1 original source-code
1 get_data () {
2 previous_match = get(A, i-1, j-1);
3 main_codon = get(main_codon_seq ,i);
4 match_codon = get(match_codon_seq ,j);
5 gap_main = get(E,i-1,j);
6 gap_match = get(F,i,j-1);
7 }

9 put_data () {
10 put(A,i,j,new_score);
11 put(E,i,j,max(new_gap_score ,extend_main_gap);
12 put(F,i,j,max(new_gap_score ,extend_match_gap);
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13 }

15 local_align(main_codon_seq , match_codon_seq){
16 /* A is the score Matrix */
17 A[len(main_codon)][len(match_codon)];
18 /* E is the main gap matrix */
19 E[len(main_codon)][len(match_codon)];
20 /* F is the match gap matrix */
21 F[len(main_codon)][len(match_codon)];
22 /* outer loop */
23 for(outer =0; outer < 2 * length(main_codon_seq)){
24 barrier_all ();
25 start = compute_local_start_index(outer);
26 end = compute_local_end_index(outer);
27 /* inner loop */
28 for(inner = start; inner < end){
29 i = compute_main_index(outer , inner);
30 j = compute_match_index(outer , inner);

32 /* blocking gets */
33 get_data ();

35 new_match = sim(main ,codon);
36 new_score = max(new_match , gap_main , gap_match , 0);
37 if(is_score_good(new_score)){
38 add_new_pair(new_score , i, j);
39 }
40 new_gap_score = new_match - new_gap_penalty;
41 extend_main_gap = gap_main - extend_gap_penalty;
42 extend_match_gap = gap_match - extend_gap_penalty;

44 put_data ();
45 }
46 }
47 }

Our work focuses on improving kernel 1 of the SSCA1 benchmark using the
proposed semantics for explicit requests in OpenSHMEM as described in Sect. 3.
Listing 1.1 shows the source code for Kernel 1. The main kernel is comprised of
two loops. The outer loop computes the bounds for the inner loop, and the inner
loop computes the scores and gaps for the current iteration. At the end of each
iteration the score and gap values are updated. These values are not needed until
the algorithm enters the next iteration of the outer loop.

From the message characteristics perspective, the inner loop issues Get and
Put operations. The Get operations are completed before the start of next itera-
tion, and the Put operations can be completed to after all iterations of the inner
loop are completed.

The first experiment looks at improving the performance by replacing the Put
operations to update the score and gap values at the end of the inner loop with
non-blocking operations. Since the algorithm employs a barrier at the beginning
of the outer loop, and the barrier completes all outstanding operations, implicit
non-blocking operations are used (see Listing 1.3).

For the second set of experiments, we improve the benchmark by using
explicit non-blocking operations for the prefetch operations in the inner
loop. This removes the requirement to issue a shmem quiet call, but uses a
shmem wait req call on outstanding operation instead (see Listing 1.4).
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Listing 1.2. SSCA1 with prefetching (ssca1-prefetch)
1 get_data () {
2 nb_previous_match = get_nb(A, nb_i -1, nb_j -1);
3 nb_main_codon = get_nb(main_codon_seq , nb_i);
4 nb_match_codon = get_nb(match_codon_seq , nb_j);
5 nb_gap_main = get_nb(E, nb_i -1, nb_j);
6 nb_gap_match = get_nb(F, nb_i , nb_j -1);
7 }

14 wait_for_previous_gets() {
15 shmem_quiet ();
16 }

18 local_align(main_codon_seq , match_codon_seq){

...

32 /* prestage non -blocking operations */
33 get_data ()

35 /* inner loop */
36 for(inner = start; inner < end){
37 i = compute_main_index(outer , inner);
38 j = compute_match_index(outer , inner);

40 nb_i = compute_next_main_index(outer , inner);
41 nb_j = compute_next_match_index(outer , inner);

43 wait_for_previous_gets();
44 previous_match = nb_previous_match;
45 main_codon = nb_main_codon;
46 match_codon = nb_match_codon;
47 gap_main = nb_gap_main;
48 gap_match = nb_gap_match;

...
64 }

The last experiment uses the interfaces in Box 5 to merge the requests.
Instead of keeping track of multiple outstanding operations, operations that are
dependent use a merged request (see Listing 1.5). Thus improving the usabil-
ity and simplifying the program. Furthermore, there are fewer calls into the
OpenSHMEM library, since there are fewer requests to wait for. Additionally an
OpenSHMEM library implementation could employ optimizations to improve
the performance by completing the requests in batches.

Performance: Figure 7 shows the results of running the benchmark on 16 nodes
and with an increasing number of processes per node. The various implementa-
tions used in the experiment are as follows: SSCA1 is the original implementation
[3]. The prefetch is the original implementation with prefetch enabled, and with
implicit Get operations. The prefetch-nbi is a modification to implementation to
use implicit non-blocking RMA operations. The prefetch-explicit is a modified
version using RMA operations with requests, and prefetch-merged is a modified
version using RMA operations with one request for multiple Put operations.
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Listing 1.3. SSCA1 with non-blocking puts (ssca1-nbi)
9 put_data () {

10 put_nbi(A,i,j,new_score);
11 put_nbi(E,i,j,max(new_gap_score , extend_main_gap);
12 put_nbi(F,i,j,max(new_gap_score , extend_match_gap);
13 }

Listing 1.4. SSCA1 with explicit non-blocking operations (ssca1-explicit)
1 get_data () {
2 nb_previous_match = get_nbe(A, nb_i -1, nb_j -1, req1);
3 nb_main_codon = get_nbe(main_codon_seq , nb_i , req2);
4 nb_match_codon = get_nbe(match_codon_seq , nb_j , req3);
5 nb_gap_main = get_nbe(E, nb_i -1, nb_j , req4);
6 nb_gap_match = get_nbe(F, nb_i , nb_j -1, req5);
7 }

wait_for_previous_gets() {
14 shmem_wait_req(req1);
15 shmem_wait_req(req2);
16 shmem_wait_req(req3);
17 shmem_wait_req(req4);
18 shmem_wait_req(req5);
19 }
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From Fig. 7, we observe the performance of the implementation using RMA
operations with requests and merging of requests outperforms the original imple-
mentation and implementation with implicit RMA operations. For 16 nodes
with one PE per node, the RMA operations with explicit requests outperforms
the original implementation by 72% and the version with prefetch enabled by
31%. Similarly, for 128 PEs (16 nodes with 8ppn) it outperforms the original
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Listing 1.5. SSCA1 with explicit non-blocking operations and merged requests (ssca1-
merged)
1 get_data () {
2 nb_previous_match = get_nbe(A, nb_i -1, nb_j -1, req);
3 nb_main_codon = get_nbe(main_codon_seq , nb_i , req);
4 nb_match_codon = get_nbe(match_codon_seq , nb_j , req);
5 nb_gap_main = get_nbe(E, nb_i -1, nb_j , req);
6 nb_gap_match = get_nbe(F, nb_i , nb_j -1, req);
7 }

wait_for_previous_gets() {
14 shmem_wait_req(req);
15 }

implementation by 49% and the prefetching version 74% (Note, that for 128
PEs the original version is outperforming the prefetching version).

6 Discussion

In this paper we introduce RMA operations with explicit requests. Since each
operation can be tracked with an explicit request, an OpenSHMEM user can have
a fine grained control over these operations. The consequence of this semantic is
the overhead of creating and managing explicit requests for each of these opera-
tions. Our hypothesis is that with sound design and implementation, these costs
can be hidden, and the impact can be mitigated. Also, from our experience in
implementing network layers, we believe that for many networks it is required
to manage some network descriptor at the network driver level, so exposing
this to the user adds only negligible overhead. To demonstrate this, we imple-
mented these interfaces and systematically evaluated the performance impact
with micro-benchmarks and application kernels.

Our results demonstrate that a well designed and implemented OpenSH-
MEM stack can hide performance overhead of allocating and managing explicit
handles. From Fig. 3, we can observe the performance advantages of using RMA
operations with explicit requests for some communication patterns where com-
pletion of operation is not required immediately. From Figs. 4 and 5, we observe
that latency of Get and Put operations with and without handles are similar.
From the Fig. 6, we observe that the impact on the message rate is minimal.

In addition to RMA operations with explicit requests, we introduce the
semantics of merging these requests. This can enhance the productivity and
simplify some of OpenSHMEM programs as seen in modifying the SSCA #1
benchmark kernel in Sect. 5.3. Further, we see that rewriting the kernel using
RMA operations with explicit requests and merging of requests can have per-
formance benefits as seen in Fig. 7. From our investigation, we can attribute the
performance advantages to the local completions used by RMA operations with
explicit requests. In this case, we only flush the endpoints which exchange the
messages. Further, in the case where we merge our requests, we complete the
requests in a batch. On the contrary, in the case of RMA operations with no
handles, all endpoints have to be flushed resulting in a higher overhead.
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7 Related Work

Non-blocking communication is not a new concept. MPI [6] implementations
of non-blocking message passing have been discussed since 2003. In the MPI-1
programming model non-booking operations were realized through MPI Isend,
MPI Irecv, MPI Wait, and MPI Test. The non-blocking communication is
accomplished by the sending process issuing a MPI Isend and immediately
returning to continue executing unrelated work, the receiving process would
simultaneously issue an MPI Irecv and overlap this with other computations till
the requested data was actually required. Completion of a data transfer can be
tested through MPI Test and waited on till completion through MPI Wait.

A number of studies have compared the different non-blocking implementa-
tions of the MPI Standard [11,13,16]. The implementations are largely depen-
dent on the underlying implementation and hardware support. Non-blocking col-
lectives have also been discussed and implemented in MPI-2 [8–10]. Many large
scale scientific applications like simulation of seismic wave propagation [12] and
parallel FDTD algorithm [7] have benefited from non-blocking communication
operations.

8 Future Work

In the near future, we plan to implement an OpenSHMEM library that can safely
invoke OpenSHMEM interfaces from multiple user threads using RMA opera-
tions with explicit requests. Then, we plan to implement and mimic implemen-
tation of the Context proposal [5] using RMA operations with merged requests.
Also, we plan to explore and characterize the application communication charac-
teristics that can take advantage of fine grained control and completion of RMA
operations.
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