Chapter 2
Quantum Tomography

2.1 Introduction

In practice, the experimenter always has to verify that the three components of a quan-
tum experiment—state preparation, transformation, and measurement—are close to
what the theorist wants them to be. The first step towards this is classical characteri-
zation of the devices (e.g. testing a waveplate with a laser against a reference), which
especially in optics can go a long way to estimating the performance of the device
in a quantum experiment [1]. On the other hand, if the goal is to reconstruct which
state (or channel, or measurement) the experiment actually implemented, quantum
tomography is the gold-standard. Just like tomography in medical imaging, the aim
is to reconstruct the unknown state from a large number of snapshots taken at various
angles, see Fig.2.1. In contrast to the classical case, where all measurements are per-
formed on the same patient, a quantum measurement necessarily disturbs the state
of the system. As a consequence, it is not possible to reconstruct the exact quantum
state of a single particle, and quantum tomography always reconstructs the (average)
quantum state of an ensemble of identically prepared particles.

A set of different snapshots that contains enough information to fully determine
any quantum state is called an informationally-complete set of measurements. For a
d-dimensional system, with d 2 _1 free parameters, the minimal number of measure-
ments in such a set is d>. One measurement for each parameter and one additional
measurement to normalize the experimental frequencies into probabilities. In a very
similar fashion, tomography of a measurement uses an informationally complete set
of preparations. Up to an additional parameter that can be interpreted as a bias, the
measurement also corresponds to a vector on the Bloch sphere, see also Sect. 1.3.
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Fig. 2.1 Quantum tomography. Every quantum experiment can be broken up into state preparation,
evolution, and measurement. The aim of quantum tomography is to characterize the experimental
implementation of these three steps. a Quantum state tomography aims to characterize the quantum
state produced in the state-preparation step. This is achieved by subjecting this state to a set of
well-calibrated measurements. b Quantum process tomography aims to reconstruct a description
of the evolution of arbitrary states through the quantum channel. This is achieved by reconstructing
the output states (using quantum state tomography) for a set of well-characterized input states.
¢ Quantum Measurement Tomography aims to reconstruct a description of the measurement that
is implemented by a given measurement device. By probing the measurement device with a set
of well-characterized input states, it is possible to reconstruct the measurement operators from the
observed statistics

2.2 Quantum State Tomography

Consider, for example, a single qubit, whose state p = (1 + 7 - 7)/2 is completely
described by the d?> — 1 = 3 real valued parameters that are the components of the
Bloch-vector (ng, ny, nz), see Fig.2.1. The simplest procedure to find the quantum
state is thus by performing measurements along the axes of the Bloch sphere in order
to determine the components of the Bloch vector individually. This is an example
of a set of mutually unbiased bases, which are sets of orthonormal bases, such that
the modulus squared of the inner product between elements of different bases is
a constant 1/d, see Fig.2.2a. In other words, any state from one of these bases
has equal probability for all outcomes when measured in any of the other bases
in the set. This latter property is particularly interesting for applications such as
quantum cryptography. Although it is unclear whether such sets exist in general,
they are known to exist for the most relevant cases of Hilbert spaces with prime-
power dimension [2]. This includes multi-qubit spaces, which makes these sets the
most widely used measurement for multi-qubit quantum tomography.
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Fig. 2.2 The two most relevant choices of tomographically complete measurements for a single
qubit. a The standard tomography set consists of the mutually unbiased bases corresponding to
the Pauli operators, i.e. the axes of the Bloch-sphere. b The minimal set of measurements in the
form of a symmetric informationally POVM forms a tetrahedron in the Bloch-sphere. In this case
all projectors are sub-normalized to 1/2 to satisfy the normalization of probabilities required for a
POVM

In practice, these measurements are often the easiest and most precise. However,
they are over-complete in the sense that they use more than the d? required measure-
ments. As in the classical case, more measurements typically means more reliable
results, but at the same time the number of measurements required to characterize
a multi-qubit system scales exponentially with the number of qubits. One way to
reduce the number of measurements is to only measure one outcome for each axes
except one, and assume that the total number of events is the same along every
axis. This, however, is a rather asymmetric arrangement of measurements. A more
important class of minimal sets of tomography measurements are so-called symmet-
ric informationally-complete(SIC) POVMs [3]. They consist of d> subnormalized
projectors, which have a fixed inner product and are thus arranged symmetrically in
the respective Hilbert space. Such measurements are conjectured to exist in every
dimension, but their existence has only been shown numerically for dimensions up to
67. In the case of a single qubit the outcomes of the SIC POVM correspond to the
vertices of a regular tetrahedron, see Fig.2.2.

2.2.1 Linear Inversion Tomography

In practice, the simplest algorithm for quantum tomography is linear inversion. In
the following, the notation of Ref. [4] is used and the interested reader is referred to
Ref. [4] for a more in-depth discussion. Consider the problem of state-tomography
of a d-dimensional system using a set of informationally complete (potentially over-
complete) measurement operators { £ ,-}le L WithK >d Z, Using vectorized notation,
the expected probabilities for the various measurement outcomes are then given by
P; =Tr[E;p] = (E;|p))- One can then define a vector | P) of observed probabilities,

a matrix S of vectorized measurement operators, and a matrix W of weights [4]
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Here, |i) denotes the unit vector with a single 1 at index i, and w; > 0 are weights
which specify the relative importance of the various measurements. The matrix S
contains the vectorized measurement operators, such that in the ideal case S | p)) =
| P). The linear inversion problem is finding a p, ;y that satisfies the equation S | p)) =
| P). This estimator is given by

pun = (ST)7'STIP) . (22)

In the case of a tomographically complete or over-complete set of measurements, the
matrix (S7S) is indeed invertible [4], otherwise the Moore-Penrose pseudo-inverse
can be used. The linear inversion estimator is a special case of a weighted least-
squares fit [4]

p = argmin, [WS | p) — W|P)|)> , 2.3)

where || - ||, is the Euclidean vector norm. This has the analytic solution

|p) = STWws)"'sTwiw|P) (2.4)
-1
=D wP (Z w,%|Ek>>«Ek|) |E)
i k

which, in the case of uniform weights w; = 1, reduces to Eq. (2.3).

This simple technique, however, does not cope very well with imperfect experi-
mental data. As a result of experimental noise, the obtained estimator p, ,y is typically
not a valid (i.e. positive semi-definite, Hermitian, trace-one) density matrix [5, 6].
The problem is that the procedure does not know how a physical density matrix looks
like and simply finds a matrix that works.

2.2.2 Maximum Likelihood Estimation

The main problem of linear inversion, that the result is typically unphysical, can be
overcome by only searching the space of valid density matrices for a solution. This
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solution can in general not be expected to reproduce the observed data perfectly, but
it is the physical state that is most likely to have produced the observed data.

To formalize this, note that the probability for jointly observing a set of counts
{n1, ..., ng} from measurements {E;, ..., Ex}, given that the measured quantum
state is p, is simply the product of the individual probabilities. Turning this around,
the same product describes the likelihood L that the measured state was p, given that
the set of counts {ny, ..., ng} was observed

K
Lplini}) = Pnidlp) = [ P(nilp) , 2.5)

The goal of maximum likelihood estimation [7, 8] is to find the quantum state Py
that maximizes the likelihood function, or equivalently minimizes the negative log-
likelihood function (which turns out to be computationally more stable). To make
the optimization computationally tractable it is typically assumed that the probability
of observing n; counts from the measurement E; is well approximated by a normal
distribution centred around the estimator Tr[E; p]

(2.6)
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Here, N; denotes the total number of counts in the basis that contains the measurement
E;. This takes into account that, due to loss or other factors, it cannot be assumed that
the total number of counts is the same in every basis. For computational reasons it is
also convenient to approximate the estimator-variance cr , which a priori depends on
p, by the constant variance of the observed counts 7;. When conditioned on a fixed
N; the (unconditionally Poisson-distributed) counts n; follow a binomial distribution
with variance 01.2 ~ N;pi(1 — p;). Hence, the approximation of this distribution by
a normal distribution is only valid for large N;, and when p; # 0, 1. Under these
conditions maximum likelihood estimation solves the optimization problem [4]:

Pwie = arg min[_ log L(pl{n;})]

i — N; Tr[E;
= arg m1n z (n; — Nl r_ p,/))]) ) 2.7

As shown in Ref. [4] this can be recast as a constrained least-squares optimization

minimize [[WS|p)) — WIp)l2

] (2.8)
subjectto: p >0, Tr[p]l=1,

where the weights are chosen such that
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The linear inversion method of Eq. (2.3) is a special case where the constraints of
Eq. (2.8) are dropped and uniform weights w; = 1 are used. Since the objective
function || - ||, in Eq. (2.8) is convex and the constrains are semidefinite, the problem
can be solved numerical as a semidefinite program. See Ref. [4] for more details.

2.2.3 Zero Probabilities

If any of the tomography measurements happen to return zero counts, the estimator
may assign a probability of zero to it. However, no finite dataset can do justice to
a probability of zero' [9] since it cannot exclude the possibility that this event is
just very unlikely. Moreover, the normal approximation in Eq. (2.9) breaks down
and it is not possible to assign any non-zero error to the estimate either [9]. In the
case of binary-outcome measurements, a simple way to avoid zero probabilities is
to add a small amount of noise [4, 10] to the observed counts, defining the observed
probabilities

fi= mth . (2.10)

N; +23

where the factor of 2 in the denominator equals the number of measurements used
to normalize the experimental frequencies (i.e. 2 for a two-outcome measurement).
The hedging parameter 3 can be chosen freely, but a value of 5 ~ % works well
in most cases, except almost pure states, where lower values work better [4, 11].
This approach works well to avoid zero-probabilities in the data, but it cannot guar-
antee that the reconstructed state doesn’t predict zero probabilities. In particular in
situations with low statistics and an unlucky experimenter, it can happen that, even
after adding (3, the linear inversion solution still lies outside the Bloch-sphere. The
maximum likelihood estimator in this case would lie on the surface of the sphere and
thus predict probability zero for orthogonal measurements. This can be avoided using
hedged maximum likelihood estimation [11] where the standard likelihood function
of Eq. (2.5) is replaced by product L(p|{n;}) det(p)”. The optimization problem is
then

o
minimize [ WS|p) = Wip)|l3 — #log det(p)

subjectto: p >0, Tr[p]=1.

"'As discussed in Ref. [9], maximum likelihood estimation is a frequentist tool, which works in
the asymptotic limit of infinite sample size, but “applying a frequentist method to relatively small
amounts of data is inherently disaster-prone”.
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This effectively pushes the estimator away from the boundary, but does not change it
significantly if beta is chosen as above. In the case of measurements in only a single
basis, this actually recovers Eq. (2.10) exactly [11].

2.2.4 Error Bars for Quantum Tomography

Both linear inversion and maximum likelihood estimation produce point estimates
p. Since such estimates can never hope to match the true p exactly (except in the
asymptotic limit), they are only physically meaningful if they have some uncertainty
bounds. In the special case of polarization qubits, error estimation for tomography
has been discussed in Ref. [8]. More generally, standard approaches typically use the
variance of the point estimator to define ellipsoidal confidence regions. These regions,
however, might include unphysical states, even if the point estimator is physical. This
can in general be avoided by constructing the regions via bootstrapping methods [12]
that perform many iterations of the tomography on either resampled experimental
data or experimental data with simulated statistical noise. This method is used in
large parts of the material presented later in this thesis.

However, also the latter method quantifies the variance of the point estimator,
which, in maximum likelihood methods, is in general biased by the positivity con-
straint (except in the asymptotic limit) [5, 13]. Indeed, maximum likelihood estima-
tors typically underestimate the fidelity with the true state [5, 6], and the uncertainty
regions of such a biased estimator are in general suboptimal [13]. In contrast, lin-
ear inversion estimators are unbiased but unphysical in a large number of cases and
produce larger mean squared errors, which makes them of limited use in practice [6].

A reliable error region for maximum likelihood estimation should contain the
true state with high probability and contain no unphysical states. One suggestion
that satisfies these requirements are the likelihood ratio confidence regions R, (D)
introduced in Ref. [13].

Ra(D) ={p [ A(p) < Aa}, (2.11)

where A(p) is the log-likelihood ratio A(p) = —2log[£(C)/ max, L(p)] and A,
is a threshold level, such that region R, (D) contains the true p with probability at
least «v. The region R, (D) is a convex region and is proven to be a near-optimal
region estimator [13]. Practically, however, these regions are difficult to work with
since they generally do not have an explicit description and can have quite arbitrary
shapes.

2.2.5 Quantum Process Tomography

Besides quantum state tomography, one of the most important motivations for quan-
tum tomography is to reconstruct the quantum process £ implemented by the experi-
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ment. Although the experimenter typically has some prior knowledge what he or she
intended to build, this can in principle also be done in a completely black-box fashion.
Since a quantum channel maps density matrices to other density matrices one has
to reconstruct the output state for each of an informationally complete set of inputs.
The linearity of quantum mechanics implies that this is sufficient to know how an
arbitrary input state evolves. Intuitively, knowing how the axes of the Bloch-sphere
are transformed is enough to know how every point of the sphere is transformed.
Exploiting the Choi-Jamiolkowski isomorphism the reconstruction of a quantum
process £ acting on a d-dimensional system can be mapped to state-tomography of
the d*-dimensional Choi matrix A¢. Using Eq. (1.23) the probability p;; for observ-
ing the measurement outcome E; given that the state p; was subject to the process
is

pij =TrlE] Tri[(p" @ DAl =Trl(p" ® EDAel = (p* ® Ej|Ag) .

Note that p* is now interpreted as a “measurement” on the Choi matrix. With this
identification one can then use the same tools as for quantum state tomography to
formulate quantum process tomography as a constrained optimization problem [4]

minimize || WS|Ae)) — Wip): o

subjectto: Ag >0, Tr[Agl=d, '
with S = le i ) {{or ® E; | and straight-forward generalizations of |p), and W
from Eq. (2.1). In contrast to state tomography, the Choi matrix is normalized such
that Tr[A¢] = d rather than 1.

Practicality

Since the number of measurements required for process tomography of an n-qubit
process scales as 2%, it quickly becomes impractical. Hence, it would be desirable
to use (partially) classical methods to quickly assess the performance of a quantum
process without the constraints of process tomography. In a dual-rail picture, where
the two levels of the qubit correspond to two distinct paths, any n-qubit quantum
channel can be described by a 2n linear optical network of beam-splitters and phase-
shifters. The process is then conveniently represented by a 2n x 2n transfer matrix,
which describes how every input mode is mapped to every output mode. Charac-
terizing the matrix amounts to measuring the amplitudes and phases of every entry,
which can be done with a coherent state exciting one or at most two input ports [1].

2.2.6 Caveats and Generalizations

One of the challenges of tomography is to avoid circularity. State tomography
relies on well-characterized measurements, but to verify the measurements, well-
characterized states are needed. A priori there is no ultimate reference to compare
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against. As a consequence, the results of quantum tomography can be quite con-
founded by errors in state preparation and/or measurement. Consider, for example,
a single qubit prepared by a polarizer and a set of waveplates. The state tomogra-
phy might return a purity of 0.9 for this state, which might of course be a result of
the system getting entangled with the environment. However, since linear optics is
blessed (or cursed) with quantum systems that do not interact much with anything,
a more likely explanation is that the tomographic measurements were simply not
performing as expected (e.g. unbalanced loss).

Randomized Benchmarking and Gate-Set Tomography

In practice, state preparation uses a fixed element, such as a polarizer or ground-state
cooling, followed by a rotation, that is, a quantum channel. Similarly, measurements
are implemented using a rotation, followed by a fixed projection, typically in the
computational basis. These elements can often be characterized classically to esti-
mate their performance in the experiment. In linear optics, for example, polarizers
based on birefringent crystals reliably split an incoming beam into two orthogonal
polarizations with a practical extinction ratio of at least 1 : 10*. Importantly, these
elements are fixed throughout the experiment and are typically very repeatable, which
suggests that the crucial aspect is the characterization of quantum processes and the
dynamical elements in the experiment.

Randomized benchmarking [14, 15] addresses this challenge using sequences
of quantum gates which are chosen at random, such that they ideally add up to the
identity. These sequences are applied to a fixed input state and the output is measured
using a fixed two-outcome measurement. Since all sequences are decompositions of
the identity, all output states should be the same. However, due to error accumulation
the fidelity decreases with the length of the sequence, and the slope of fidelity vs.
sequence-length gives an estimate of the average error per gate.

Gate-set tomography [16] goes a step further and aims to provide a complete
characterization of the experiment without requiring prior knowledge or perfect ref-
erences. The experiment is treated as a black-box that can implement a discrete set
of quantum gates (buttons on the box). In addition, the box is capable of repeatably
preparing an input state and performing a two-outcome measurement in the end.
In contrast to other techniques, including randomized benchmarking, there are only
very mild assumptions on preparation and measurement, such as repeatability of
preparation and measurement, but it is not necessary to know the input state or the
measurement that was performed. The collected data for different gate-series is used
to reconstruct the gate-set, input state and measurement, up to a gauge freedom. In
contrast to randomized benchmarking, which averages over coherent errors such as
over-rotations, gate-set tomography is sensitive to these errors and provides a better
picture of whatis actually happening [17]. Gate-set tomography is also robust against
local maxima in the likelihood function [16].

Although these methods are in principle independent of the physical implemen-
tation, they are particularly useful in architectures like ion traps, where quantum
systems are (mostly) stationary and transformations are induced by lasers, which
enables long sequences of many randomly chosen operations. Linear optics, on the
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other hand, is a bit special in this regard since gates are realized by actual physical
elements rather than laser pulses, and the length of the gate-sequence can thus not
be changed as dynamically.

2.3 Taming Non-completely-Positive Maps
with Superchannels

This section is based on the publication “Characterizing Quantum Dynamics with
Initial System-Environment Correlations™ [18].

So far, quantum tomography was concerned with isolated quantum systems and
processes. In real-world experiments, however, quantum systems are inevitably cou-
pled to an environment, which typically acts as a source of noise, but may also be
harnessed as a resource—for example in initializing quantum states that may be
otherwise unobtainable [19-26]. In either case understanding the joint behaviour of
system and environment is essential. Quantum mechanics postulates that the joint
system-environment (SE) state evolves unitarily, which need not be true for the
system alone. The theory of open quantum systems nevertheless allows for an opera-
tionally complete description of the reduced dynamics of the system, in the case that
the initial system-environment state is uncorrelated [27], see Fig.2.3a. This central
assumption is often, however, at best an approximation [28, 29].

In practice, system and environment may be correlated even before the initial
state of the system is prepared. Although the state preparation erases all pre-existing
correlations, it might leave the environment in a different state depending on which
state of the system was prepared. When these different environment states couple
to the evolution again at a later stage, the implemented process is not just non-
unitary, but also non-CP [4, 18, 28], see Fig.2.3. Consider, for example, the extreme
case of a maximally entangled initial system-environment state: \/%(|()0) + [11))g.
A projective preparation of the system into |0) or |1) leaves the environment in
orthogonal states. Hence, if the subsequent system evolution is not perfectly isolated,
it is coupled to different environment states leading to drastically different reduced
dynamics of the system conditional on the used preparation procedure [30]. Standard
characterization techniques may in this case return a description of the reduced system
dynamics that appears unphysical [28, 31-34]. On the other hand, when complete-
positivity is enforced, such as in maximum likelihood quantum process tomography,
the reconstructed map does not reliably describe the system dynamics.

While the environment is typically inaccessible to the experimenter, recent results
suggest that at least partial information about the initial joint system-environment
state can be extracted from measurements of the system alone. Initial correlations
can be witnessed through the distinguishability [35-38] and purity [39] of quantum
states, which has also been explored experimentally [40—42]. A more operationally
complete characterisation can be obtained by using a quantum superchannel M,
which explicitly uses the system’s preparation procedure, rather than the prepared
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Fig. 2.3 Quantum tomography with an environment. a Quantum process tomography (QPT) is
designed for a scenario where an isolated quantum system is prepared in the initial state ps and
undergoes a joint unitary evolution U with the environment. Process tomography can reconstruct
the reduced dynamics of an informationally complete set of states {p{n} and a tomographically

complete set of measurements {M ; }‘;:1 for each input. b The situation depicted in (a) is at best an
approximation of the real state of affairs. In any realistic scenario the system is initially correlated
with the environment, even before the state preparation procedure P. Furthermore, the evolution I/ is
in general also affected by the environment. The quantum superchannel (QSC) takes all these effects
into account and treats the experiment as a whole. It can be reconstructed from an informationally
complete set of preparation procedures and measurements

state, as an input [34], see Fig.2.3b. This superchannel approach captures not just
the system evolution, but also the dynamical influence of the environment, even
in the presence of initial system-environment correlations. Remarkably, it can be
experimentally reconstructed using only measurements on the system, and contains
quantitative information about the initial correlations and the influence of the envi-
ronment.

2.3.1 Constructing the Superchannel M

Consider the situation in Fig.2.3b, where a system with Hilbert space X}, and an
environment with Hilbert space )V are initially in the joint state psz € L(X|® ))).In
the following L () denotes the set of linear operators on the space H, and T (H, H>)
denotes the set of linear transformation from the space H; to the space H,. The joint
state pgp is then subject to a preparation procedure P = (Ps ® Zg) € T(X| ®
Vi, X, ®)5), where )V, = ) (due to the identity operation), Z; is the identity
channel on the environment, and Ps € T (X}, X,) acts only on the system to prepare
it in a desired input state. This is followed by coupled evolution of the joint system-
environment state, described by a CPTP map U € T (X2 Q)s, X3R)%s), see Fig. 2.3b.
The output is then given by

ps = Try, [U(Ps(pse))]
=Tra, 3, [(P(psE)T ® ﬂsE)Au]

= Tra 30 [ (T [(0h @ 19A] @ 1) M| . 213)
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Fig. 2.4 Graphical derivation of the superchannel M for describing the reduced dynamics of a
system initially correlated with the environment. Note that Ay, and Ap each have 4 subsystem
indices, which correspond to S-input, E-input, S-output and E-output, respectively, and different
colors are used to distinguish Choi matrices (green) from density matrices (blue). The expression
in Eq. (2.13) corresponds to the third term. Since all tensor wires are contracted the position of
pse and Ap can be exchanged and the preparation procedure can be treated as the effective input
state. The Choi matrix A a4 of the superchannel is then defined as the contraction of pgg and Ay,
equivalently to the index contraction given in Eq. (2.14).

Fig.2.4 illustrates the construction of the superchannel M to describe the evolution
of Eq. (2.13), and visualizes how it is related to the Choi matrix of the joint evolution.
The equivalent definition of the superchannel Choi matrix A 5 in terms of tensor
indices is derived in the supplement of Ref. [18], and given by

A M)irisisljiojs = Z(Psxa)izn|j2m(Au)ilni31|j1mj3z , (2.14)

n,m,l

By construction, A o4 > 0 if U/ is CP. However, the same does not hold true for TP.
If ¢/ is TP, then
Tra[Am] = Try, [pse]l @ 1, - (2.15)

Hence M is TPif and only if Try, [pse] = 1 x,, whichis the case only for a maximally
entangled initial state or if the system is initially in a completely mixed state. In all
other cases, different preparation procedures lead to different overall count rates and
the superchannel is not trace preserving. For a TP map U, the Choi matrix for M
has normalization

Tr[Ap] = Tr[U(Lx, @ Try, [pseD] = du, (2.16)

The quantum superchannel M € T (&} @ X,, X3) thus takes the system-preparation
procedure Ap, € L(X; ® X,) as an input and produces an output quantum state
p € L(X3) given by

p=M(Ap,)
= Tra, x[(Ap, @ Tx) Ayl .
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2.3.2 Superchannel Tomography

The crucial property of the superchannel Choi matrix A a4 is that all environment
indices are contracted and it can thus be tomographically reconstructed from mea-
surements on the system alone. Since the superchannel takes a preparation pro-
cedure as an input, this requires an informationally complete set of preparation
procedures, rather than just a set of prepared states, as well as an informationally
complete set of measurements for each output state. A projective preparation pro-
cedure P;; € T(X), X>), consists of an initial projection (or postselection) onto the
state p; followed by a rotation to the state p;. The corresponding Choi matrix is thus
given by
Ap, =p; ®pj

where * denotes complex conjugation. The probability of observing a click when
preparing a state using Ap,; and then measuring the system by projecting onto a
state py is given by

pijk = Tr [p, Triol(p] ® pl @ L) Al
=Tr[(p} ® p} ® P A M|
= (i ® P} ® prl A ) = (Tijel An))

K

i=1
with K > d2, one can generalize the vector |p), and matrices S and W introduced
in Sect.2.2.1 to

where I;jx = pi ® p’; ® pr. For an informationally complete set of states {p; }

nijx + 3
fijk = N—
iik + 40
K
Py =D finlisj k)
i,j.k=1
K 2.17)
S= D i, j k) {(Mije |
i,jk=1
K
W= D" wili, j. k)i, j. k| .
i,j k=1

where f;;; are the hedged experimental frequencies to avoid issues associated with
zero probabilities, see Sect. 2.2.3. The total number of events N; jx, which is unknown
a priori, is defined by totalling the observed counts for measurement configurations
that sum to the identity. Note that the second index of IT; j; corresponds to the rotated
state for the initial projective preparation procedure, and only the first and third
indices correspond to true measurements. The experimental frequencies are thus
normalized to d*> = 4 counts, which leads to the factor of 4 in the definition of the
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hedged frequencies. For the choice of weights w;;; a normal approximation for the
distribution of the observed probabilities p;jx is assumed, so that

Nij
Wijk = [ ——————.
Pijk(1 = piji)
As with quantum state- and process- tomography, one can use maximum likelihood
estimation, see Sect.2.2.2, to reconstruct the Choi matrix of the superchannel A o,
by solving the constrained optimization problem

minimize [|[WS|Ag) — Wip)l2

) (2.18)
subjectto: Ag >0, Tr[Ac]l=d.

Recall that enforcing complete positivity in maximum likelihood tomography is an
effective way of combating statistical noise, which might lead to apparent non-CP
dynamics. However, in the presence of initial system-environment correlations the
reduced evolution of the system would be genuinely non-CP, which can thus not be
correctly reconstructed using maximum likelihood quantum process tomography. In
contrast, the superchannel M fully takes the effect of state preparation into account
and is therefore always a completely positive map. As a consequence, the additional
constraint of maximum likelihood estimation is justified for overcoming statistical
noise, even in the presence of initial correlations.

2.3.3 Superchannels in the Wild

To demonstrate the use of the superchannel in practice, consider the evolution of a
single photonic qubit, coupled to, and correlated with an environment, see Fig.2.5.
The experimenter aims to implement the target system evolution described by the
unitary operator Us, chosen as either a Pauli-Z gate (Us = Z), a Hadamard-gate
(Us=H = RYZRT{), or a rotation (Us = ZRy), where Ry denotes a 7/4-rotation
around o,. Due to coupling to the environment the reduced dynamics of the system
will in general deviate from that described by Us. This can be simulated by replacing
the Z operations in the above decomposition of U by controlled Z (CZ) operations,
switched on and off conditional on the state of the environment, which is modelled
as another photonic qubit.? In the case of Z and H the environment might thus cause
a failure of the system unitary (i.e. the identity operation is implemented), while in
the case Us = Z Ry it can introduce a phase error.

The initial system-environment state was generated via spontaneous parametric
downconversion in the form

2This is sufficient to describe a large range of joint system-environment dynamics including common
error channels, and to illustrate the technique [40, 43], although a slightly larger environment would
be required in the most general case [44, 45].
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Fig. 2.5 Experimental setup. System and environment photons are created in the state psg with
controllable degree of entanglement, using the source of Ref. [46]. Arbitary preparations P;; on
the system and measurements {M;} are implemented by means of polarizers (PBS), quarter- and
half-wave plates (QWP, HWP) and single-photon detectors (APD). The joint system-environment
evolution U is implemented as a CZ gate between a set of HWPs and QWPs. In the case of no
initial correlations this setup implements the target system evolution Us. The CZ gate is based on
non-classical interference at a partially polarizing beam splitter (PPBS) with reflectivities of rg = 0
(ry = 2/3) for horizontally (vertically) polarized light [47]

[V)se = cos(20)|H)s|V ) + sin(20)|V)s|H) | (2.19)

where |H), |V) correspond to horizontally and vertically polarized photons respec-
tively. In this case the strength of the initial correlations (both quantum and classical)
is parametrized by the tangle 7 = sin?(46) and can be tuned from uncorrelated
(0 = 0) to maximal correlation (§ = 7/8) [46]. Specifically, initial states with
7 =1{0.012,0.136, 0.423, 0.757, 0.908} were generated, with an average fidelity of
F = 0.96(1) with the corresponding ideal state. The system was then subjected to
the preparation procedure P;;, which prepared it in the state p; by first projecting
onto the state p; followed by a unitary rotation.

Using a set of informationally complete sets {|H), |V), |D), |A), |R), |L)} the
superchannel Choi matrix A ¢ can be reconstructed using maximum likelihood
estimation, as outlined in Sect.2.3.2. In the case of vanishing initial correlations,
the superchannel factorizes into the density matrix of the effective initial system
state and the effective system channel Ay = ps ® Ag [34]. Hence, to allow for
an operational interpretation of A o, it is best written using the state basis for the
index corresponding to the effective initial state, and the Pauli basis for the indices
corresponding to the effective channel. Figure 2.6b shows the results of maximum
likelihood quantum process tomography for the case Us = H, with different choices
of preparation procedures that, in the presence of initial correlations, result in vastly
different reconstructed channels. The superchannel M in Fig. 2.6a clearly illustrates
the reason for this discrepancy: a term that corresponds to the identity operation
and increases with the strength of initial correlations. This is exactly the simulated
environment-induced failure mode of the system evolution.
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Fig. 2.6 Reconstruced superchannel Choi matrix and effective channels from quantum process
tomography. a Real parts of A o for Us = H in the ideal, uncorrelated case and experimental
results for increasing strength of initial correlations. The matrices A o4 are shown in a polarization-
Pauli basis, with the elements from left to right corresponding to {| H), |V )}®{Z, X, Y, Z} and from
front to back corresponding to {{(H|, (V|} ® {Z, X, Y, Z}. The emergence of a peak corresponding
to the identity operation (shown in yellow) is characteristic for the simulated increased tendency of
the single-qubit operation Us (shown in green) to fail in the presence of stronger initial correlations.
The negligible imaginary parts are not shown. (b) Real parts of the Choi-matrices (shown in the
Pauli basis) for Us obtained via quantum process tomography for different choices of preparation
procedures in the case of low initial correlation 7 = 0.136. Cases (i) and (i7) correspond to a fixed
pr in Fig. 2.3b, (iii) corresponds to py = p;, and (iv) is the case where 1 < k < 4. The information
contained in the superchannel M can be used to identify the optimal preparation procedure

2.3.4 Quantifying Initial Correlations

Initial system-environment correlations reveal themselves through their effect on
the system evolution for different preparation procedures. To quantify these effects,
one can define an average initial system state ps ,v=Tr3[Aam]/d and an average
effective map for the evolution of the system as Ag, =Tri[A a¢]. Recall that for a
product initial state (pse=ps ® pi) the map M takes the product form A pj=ps ® Ag.
In this case pg ,v=ps, and Ag,, =A¢ is the Choi matrix of the channel £ describing the
(noisy) evolution of the system alone—the same as would result from conventional
quantum process tomography. For a given M one can now define the corresponding
separable superchannel M; via Aprq, = (ps.av ® Ag,,). In general M # M and
the distance between M and M can be used to quantify the strength of the initial
system-environment correlations. This distance is quantified by the so-called initial
correlation norm:
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1
IMlhe = ZIM = Mllo . (2.20)

The matrix M — M was introduced as correlation memory matrix in Ref. [34] since
it describes how the dynamics is affected by initial correlations. The choice of the dia-
mond norm || - ||, [48] allows for an operational interpretation of the initial correlation
norm in terms of channel discrimination [49]. For any two quantum channels &, &,
the best single shot strategy for deciding if a given channel is £; or &, succeeds with
probability 1 (1 4+ 3[€1 — & llo). Thus, when | M|,c = 0 there is no operational
difference between M and M, which means that there are no observable system-
environment correlations. This can either mean that the initial system-environment
state is indeed uncorrelated, or that the environment is Markovian and initial cor-
relations do not affect the subsequent dynamics. The initial correlation norm thus
provides a necessary and sufficient condition for the decoupling of the future state
of the system from its past interactions with the environment. When | M|, > 0
there exists an optimal preparation procedure that can be used as a witness for initial
correlations, and the specific value of the norm determines the single shot probability
of success for this witness. For a more detailed discussion of the properties of this
measure of initial correlation the reader is referred to Ref. [4].

Figure 2.7 shows the measured values of || M | for the three system-environment
interactions discussed in Sect.2.3.3 for a range of simulated initial system-
environment states. For all interactions, the maximum obtained value of || M|,c
is ~0.5. This is in agreement with theoretical expectations, since for a maximally
correlated initial state the simulated system-environment coupling would cause a
failure of the evolution with probability 1/2.

2.3.5 Preparation Fidelity

The information contained in M can also be used to choose a set of preparation pro-
cedures that optimize the impact of the environment. Consider a system preparation
via initial post-selection on the state p;. The subsequent evolution is then described
by the effective map

1
Mg, = =T [ @ L Au] 2.21)
P1

where p, = Tr [(p’{ ® 13)A M] /d is the probability of success for the post-
selection on p;. Studying the effective maps in Eq. (2.21) for different p;, one can
optimize the preparation procedure for any desired evolution of the system. A figure
of merit for this optimization is given by the preparation fidelity Fyp, which mea-
sures the fidelity between the implemented effective map &, and the desired target
channel U for initial projection onto py,
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Fig. 2.7 Initial correlation norm. Shown is the initial correlation norm || M|;c vs the correlation
strength 7 of psg for U = o7 (blue circles), U = H (yellow squares) and U = Ry (green diamonds).
The values of 7 were obtained from state tomography of psg for each experiment. The measured
real parts of the states with weakest and strongest initial correlations are shown in the respective
insets. The solid line corresponds to the initial correlation norm in the ideal case. Error bars from
Poissonian counting statistics are on the order of the symbol size

1
Fprep(Mv P1, Us) = EF(AE,,I s AUS) . (2.22)

Maximizing Fyrep over all states p; for a given target unitary Us finds the preparation
which comes closest to the desired Us. Curiously, this is, in general, not equiva-
lent to minimizing the impact of the environment, since the optimal preparation
might harness some of the environmental correlations to improve the gate perfor-
mance. Figure 2.8 a and b, show the preparation fidelity with a nominal Us = Z and
Us = RyZ, respectively, calculated from an experimentally reconstructed superchan-
nel M with weak initial correlations of || M|l,c = 0.062(5) and || M ||,c = 0.034(2),
respectively. The effect of the environment is minimized for a state that is signifi-
cantly different to the standard preparation | H ), leading to an improvement in fidelity
by 0.2%. This demonstrates that, even in the regime of almost uncorrelated initial
system-environment states, the information contained in the superchannel can be
used to improve the implemented evolution.

Alternatively, one could consider minimizing Fpp to find the worst-case prepa-
ration, which gives insight into where and why the experimental setup fails. Fur-
thermore, the preparation fidelity defined in Eq. (2.22) is just one example, and one
could consider other figures of merit depending on the specific scenario.
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Fig. 2.8 Optimization of the preparation fidelity. The preparation fidelity Fprep(M, p1, Z) for (a)
a target Us = Z and (b) a target Us = Ry Z is shown as a density plot on the surface of the Bloch
sphere of the initial-projection state p;. In both cases, the initial correlations are very weak, but
the preparation procedure can nonetheless be used to optimize the implementation of the system
evolution

2.3.6 Discussion

The superchannel approach offers an operationally motivated and experimentally
accessible way of fully characterizing the reduced dynamics of a quantum system that
is coupled to an environment, even in the presence of initial correlations. As a direct
generalization of quantum process tomography, all the tools developed to improve
the efficiency of the latter, such as compressive sensing [50, 51] can also be applied to
the reconstruction of M. Similar to process tomography, however, the reconstruction
of the superchannel relies on well-characterized preparations and measurements to
produce reliable estimates. In contrast to the reduced system evolution, however,
the superchannel is always completely positive, and the use of maximum likelihood
reconstruction is therefore justified, even in the presence of initial correlations.

On the practical side, the superchannel contains information about the initial
correlations and how the environment couples to the evolution of the system. It can
thus be exploited to improve the performance of the experiment, even in the regime
of very weak initial correlations, as demonstrated in Sect. 2.3.5. However, since in the
limit of vanishing correlations this approach essentially reduced to quantum process
tomography, it is most useful in quantum architectures which are strongly coupled
to their environment, such as spins in local spin baths. Another application is in
quantum control, where control timescales can be much faster than environmental
reset times.

On the fundamental side, the superchannel allows for the study of non-Markovian
quantum processes, and the two-point correlation example here could easily be
generalized to a multi-point scenario [52]. It has been suggested that such non-
Markovianity could be used as a resource [53], and the superchannel approach has
also been used to derive the lower bound on entropy production in a generic quan-
tum process [54]. Interestingly, the superchannel is closely related to recent gen-
eralizations of the process matrix in the study of the causal structure of quantum



50 2 Quantum Tomography

mechanics [52]. In particular, experiments such as the one presented in Sect.2.3.3
are excellent candidates for simulating causally non-separable processes, where two
operations are implemented in a superposition of causal order [55].
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