
Chapter 2
Models for Representing User Preferences

The study of how preferences can be modeled and leveraged in different kinds of
application domains has been the subject of a wide range of works in many different
disciplines. Most relevant to our work are the developments in the computer
science literature, and in particular the incorporation of preferences into different
kinds of query answering systems. Even within this specialized application, several
approaches have been developed centered around different goals. In this chapter, we
provide a brief overview of the approaches that are most relevant to our work. Before
doing so, we present some basic notation that will be used here and in following
chapters.

2.1 Basic Definitions and Notation

In general, we will refer to preferences over elements, which—as we will see
below—can be either simple objects or more complex ones. In the following,
we refer to a general set S of such elements, keeping their description abstract.
Preferences can then be abstracted simply as binary relations representing orders;
we use the symbol � to denote such relations. Different kinds of relations arise
according to what subset of the following properties they satisfy [37]:

• Reflexive: a � a, for all a 2 S.
If R does not satisfy this property, we say that it is non-reflexive (not to be
confused with irreflexive).

• Irreflexive: a 6� a, for all a 2 S.
• Symmetric: If a � b, then b � a, for all a; b 2 S.

If R does not satisfy this property, we say that it is non-symmetric (not to be
confused with asymmetric or antisymmetric).

• Asymmetric: If a � b, then b 6� a, for all a; b 2 S.
• Antisymmetric: If a � b and b � a, then a D b, for all a; b 2 S.
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• Transitive: If a � b and b � c, then a � c, for all a; b; c 2 S.
If R does not satisfy this property, we say that it is non-transitive (not to be
confused with negatively transitive).

• Negatively transitive: If a � c, then a � b or b � c, for all a; b; c 2 S.
• Strongly Complete: a � b or b � a, for all a; b 2 S.
• Complete: a � b or b � a, for all a; b 2 S such that a ¤ b.

Clearly, these properties are not completely independent of each other; for instance,
if both transitivity and symmetry hold, then so does reflexivity (if a � b and b � a,
then a � a). There are therefore different characterizations for the different kinds
of relations that usually appear in the literature. The main ones are the following
[37]:

• Order: transitive and antisymmetric.
• Partial Order: reflexive, transitive, and antisymmetric.
• Strict Partial Order: transitive and asymmetric. Intuitively, the relation can be

represented by a directed acyclic graph.
• Linear Order: transitive, asymmetric, and strongly complete. Intuitively, all

elements in the set can be sorted in ascending or descending order. These
relations are also sometimes referred to as total orders.

• Strict Linear Order: transitive, asymmetric, and complete.
• Weak Order: transitive and strongly complete. Intuitively, these orders are like

linear orders that allow “ties”, and all pairs of elements that are “tied at the same
level” are in the relation.

• Strict Weak Order: asymmetric and negatively transitive. Intuitively, these
orders are like linear orders that allow “ties”.

To better understand how this naming convention works, we can informally say
that strict refers to irreflexive relations, weak refers to allowing “ties”, and partial
means that there are incomparable pairs of elements. A graphical representation of
the different kinds of orders is shown in Fig. 2.1.

In the rest of this chapter (and book in general), we will assume that a “preference
relation” (denoted with the symbol �, as above), is defined over a set S of elements
and is a strict partial order (SPO) over S (so, a relation that can be visualized
as a directed acyclic graph)—these are generally considered to be the minimal
requirements for a reasonable preference relation. If a � b, we say that a is preferred
to b. The indifference relation induced by �, denoted with �, is defined as follows:
for any a; b 2 S; a � b iff a 6� b and b 6� a.

A stratification of S relative to � is an ordered sequence S1; : : : ; Sk, where each
Si is a maximal subset of S such that for every a 2 Si, there is no b 2 Sk

jDi Sj with
b � a. Intuitively, S1 contains the most preferred elements in S relative to �; then,
S2 contains the most preferred elements of S � S1, and so on. Stratifications always
exist, are unique, and are a partition of S. Elements in stratum Si have rank i. The
rank of an element a 2 S relative to � is denoted as rank.a; �/.
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Fig. 2.1 A graphical depiction of the different kinds of orders, where transitive edges are implicit.
(a) Order; (b) Partial order; (c) Strict partial order; (d) Weak order; (e) Strict weak order; (f) Strict
linear order; and (g) Linear order

Qualitative vs. Quantitative Preferences Models One of the most basic distinc-
tions between preference models and the underlying preference relations that they
represent is that of qualitative vs. quantitative. Essentially, quantitative models are
equivalent to the assignment of a numerical score to each element in the set of
interest—depending on whether ties are allowed or not, this gives rise to either a
strict weak order or a linear order, respectively.

On the other hand, qualitative models allow preferences to be expressed by
referring to different aspects of the elements, such as location and size in the case of
apartments. Since there may exist, for instance, a large apartment in a bad location
and another one that is small but in a good location, the result can be a relation
with incomparable elements. Clearly, qualitative models are richer than quantitative
ones, since the relations that the former are capable of representing strictly contain
those of the latter.

Individual vs. Group Preferences Another important aspect that distinguishes
approaches to preference modeling is whether they aim to represent single users
or groups. See Sect. 2.4 for a brief discussion and references to relevant literature on
this aspect.
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In the rest of this chapter we will provide a short overview of some of the models
that have been developed in the literature, dividing them into two main groups:
preferences over simple elements like database tuples or ground atoms, and over
more complex ones such as truth assignments to formulas, or possible worlds in
some theory.

2.2 Preferences à la Databases

In databases and related fields, preferences are typically defined over single tuples
or atomic ground atoms—the motivation behind this is that answers to queries need
to be ranked according to users’ preferences. We will begin with a brief overview
of preferences in relational databases, and then go on to the more closely related
formalisms of ontological languages for the Semantic Web.

2.2.1 Relational Databases

The seminal work in general preference-based query answering—not assuming the
availability of numerical information about values in the database—was carried out
three decades ago in [22], where the authors recognized the need to deal with
situations in which a given query either has no answers or too many—in the first
case, conditions can be weakened, while in the latter they can be strengthened.
Their solution was to extend the SQL language to incorporate user preferences via
a new PREFER clause that can be either simple or compound, as well as nested for
richer combinations. The expressivity of the resulting language is determined via a
mapping to the domain relational calculus [23], and the authors briefly comment
on a prototype Prolog implementation. This work subsequently inspired an entire
line of research, as well as implemented systems. For instance [21], describes the
Preference SQL system, which has been commercially available since 1999.

The Skyline Operator An important development in this line of research is
the well-known skyline operator, which was first introduced in [5] as a way
to characterize interesting points—essentially, a point (a tuple, in this setting) is
considered to be interesting, if it is not dominated by any other point. When
preferences are specified in terms of multiple aspects, such as location and price
for a restaurant, then a dominance relation can be simply defined to hold between
two points whenever the dominant one has a better value (or at least one that is just
as good) than the dominated one in every aspect. The term “skyline” arises from
the visualization of a cityscape—the points that form the skyline in a given dataset
resemble the buildings that stand out against the sky because they are either very tall
or they are closer than the others to the viewpoint (in this example, the dimensions
are thus height and distance to the viewpoint). Figure 2.2 shows a simple illustration
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Fig. 2.2 Set of restaurants
plotted with respect to their
evaluation in terms of two
dimensions of interest to a
hypothetical user: Location
and Food; both metrics are
assumed to be defined so that
higher values are better. The
circled points comprise the
skyline
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of this concept: restaurants are evaluated in terms of location with respect to the
user’s hotel and food (for instance, according to the restaurant’s average “Food”
rating on TripAdvsior). Restaurants b, e, and d comprise the skyline; b has a great
rating in terms of food, though it is quite bad in terms of location; d is somewhat the
opposite, since it is among the worst in terms of food, but very close to the hotel;
finally, e clearly dominates all non-skyline points.

In [5], the authors develop an extension of SQL with an optional SKYLINE
OF clause in which users can express their desire to either minimize or maximize
different dimensions (table attributes), or that values should be different in the
result. Seven algorithms are provided for the physical implementation of the new
clause (based on block nested loops and divide and conquer approaches, plus a
special one that only works for two-dimensional cases). Skyline queries can also be
implemented directly in standard SQL, though performance suffers greatly.

Skylines play an important role in preference-based query answering systems; in
general, they are used in combination with top-k answers to yield the user’s preferred
answers.

Preference Formulas In [11], the preference formula formalism was introduced
as a way to flexibly specify qualitative preferences, as well as embed them into
queries. Preference formulas have the form:

t1 �C t2 iff C.t1; t2/;

where t1 and t2 are database tuples, and C.t1; t2/ is a first-order formula that
may contain equality (or inequality) constraints and/or rational-order constraints
(equality, inequality, and less/greater than comparisons with rational numbers). A
more flexible variant was also used in [26], where “if” is used instead of “iff” in
the definition. Chomicki refers to formulas with only built-in predicates as intrinsic
preference formulas (ipfs), and studies the complexity of checking properties of
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relations specified with them. Assuming that formulas are in DNF, the width is the
number of disjuncts, and the span is the maximum number of conjuncts in a disjunct.
The following complexity results hold in this case [11]; given a preference relation
defined using an ipf C containing only atomic constraints over a single domain, with
width.C/ 6 m and span.C/ 6 n, the time complexity of checking properties is:

• Irreflexivity: O.m � n/

• Asymmetry: O.m2 � n/

• Transitivity: O.m2 � nm � max.m; n//

• Negative transitivity: O.m � n2m � max.m; n//

• Completeness: O.k � m � n2m/

Note that the above complexity results are characterized in terms of the size of the
formula, and not in terms of the size of the database.

Other interesting properties of preference formulas are those resulting from their
composition, since the model flexibly allows their combination via operators, such
as union, intersection, and difference. Interestingly, neither weak nor total orders are
preserved by such operations; on the other hand, strict partial orders are preserved
by intersection, though not by union or difference.

More complex composition operations can also be defined [11]:

• Prioritized composition: Prefer according to �2, unless �1 is applicable:

t1 �1;2 t2 � t1 �1 t2 _ .t1 �1 t2 ^ t1 �2 t2/:

This kind of composition is associative and distributes over union. Weak and total
orders are preserved, but strict partial orders are not.

• Pareto composition: Defined over the Cartesian product of two relations:

.t1; t2/ �P .t01; t02/ � .t1 �1 t01/ ^ .t2 �2 t02/ ^
�
.t1 �1 t01/ _ .t2 �2 t02/

�
:

Pareto composition does not preserve strict partial order, weak order, or total
order.

• Lexicographic composition: Defined over the Cartesian product of two relations:

.t1; t2/ �L .t01; t02/ � .t1 �1 t01/ _ .t1 �1 t01/ ^ .t2 �2 t02/:

This kind of composition preserves weak and total orders, but not strict partial
ones.

The winnow operator is defined as a companion to a preference formula C over
a database instance r as follows:

!C.r/ D ft 2 r j Àt0 2 r such that t0 �C tg:
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Clearly, the winnow operator characterizes the skyline of a database instance with
respect to a preference relation, as discussed above; the main difference is that sky-
lines as proposed in [5] are defined for single relations. Several algebraic properties
of this operator are investigated in [11], such as commutativity, commutativity with
selection, commutativity with projection, distribution over Cartesian product, and
distribution over union and difference.

Other Notes Studies of preferences related to (active) databases have also been
done in classical logic programming [18, 19] as well as answer set programming
frameworks [7]. For a fairly recent survey of preference-based query answering
formalisms in databases, we refer the reader to [41].

2.2.2 Ontology Languages

There have been only a few approaches to adding preferences to ontology languages.
The first one—to our knowledge—was [39], where an extension is developed so
that users can add their preferences to SPARQL queries via a new PREFERRING
solution sequence modifier that allows to return either just skyline answers or soft
constraints (where preference is given to answers that satisfy them, but they can also
be relaxed if necessary). Other early approaches for preference-based querying RDF
graphs include [8, 9, 32].

The approach that is most closely related to the one used in this book is the
PrefDatalog+/� formalism, which was first presented in [26]; later, it was extended
to work in combination with preference models based on probability values [30],
as well as groups of users [29]. We will now provide a brief overview, starting with
a toy ontology that will be used as a running example.

Example 2.1 Consider the following simple ontology O D .D; ˙/ describing gift
ideas for friends:

D D fscifi-book.b1; asimov/; scifi.b2; asimov/; fantasy-book.b3; tolkien/;

puzzle.p1/; mmorpg.v1/; actionAdventure.v2/g:
˙ D fscifi-book.T; A/ ! book.T; A/;

fantasy-book.T; A/ ! book.T; A/;

mmorpg.X/ ! videoGame.X/;

actionAdventure.X/ ! videoGame.X/;

book.T; A/ ! educational.T/;

puzzle.N/ ! educational.N/;

book.X/ ^ videoGame.X/ ! ?g:



30 2 Models for Representing User Preferences

scifi-book(b1,asimov)

scifi-book(b2,asimov)

fantasy-book(b3,tolkien)

puzzle(p1)

book(b1,asimov) book(b2,asimov) book(b3,tolkien)

educational(b1) educational(b2) educational(b3) educational(p1)

mmorpg(v1) actionAdventure(v2)

videoGame(v1) videoGame(v2)

Fig. 2.3 Chase graph for the ontology from Example 2.1—arrows indicate TGD applications;
nodes without incoming edges are part of the database

This ontology specifies a taxonomy with two kinds of book genres (science fiction
and fantasy) and two video game genres (massively multi-player online role playing
and action/adventure); it also states that books and puzzles are categorized under an
“educational” label. The database D contains several instances for each of these
genres. Finally, the last formula is a negative constraint stating that an item cannot
be both a book and a video game.

Figure 2.3 shows the chase graph that arises from applying the TGDs in ˙ over
the database D. �

Though the PrefDatalog+/� formalism does not commit to a specific preference
framework, in this overview, we adopt the preference formulas approach discussed
above. Consider the following example.

Example 2.2 Continuing with Example 2.1, consider the following formulas repre-
senting a specific user’s preferences for children’s gifts:

C1: educational.X/ � videoGame.Y/ if >;
C2: book.T1; A1/ � book.T2; A2/ if scifi_book.T1; A1/ ^ fantasy_book.T2; A2/;
C3: book.T1; A1/ � book.T2; A2/ if .T1 D b1/ ^ .T2 D b2/;
C4: educational.X/ � educational.Y/ if puzzle.X/ ^ fantasy_book.Y/;
C5: videoGame.X/ � videoGame.Y/ if actionAdventure.X/ ^ mmorpg.Y/.

The formula C1 states that educational gifts are preferable to video games (uncon-
ditionally), C2 states that sci-fi books are preferred over fantasy ones, C3 refers
specifically to books b1 and b2 (the former is preferred), C4 states that an educational
gift that is a puzzle is preferable to one that is a fantasy book, and C5 specifies
preference of action/adventure video games over massively multiplayer online role
playing ones. �

In the following, for a preference formula C W t1 � t2 if C.t1; t2/, we call C.t1; t2/

the condition of C, and denote it with cond.C/.

Syntax and Semantics of PrefDatalog+/� As discussed in Chap. 1, for classical
Datalog+/� we have an infinite universe of constants �Ont, an infinite set of
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variables VOnt, and a finite set of predicate names ROnt. Analogously, for the
preference model, we have a finite set of constants �Pref, an infinite set of variables
VPref, and a finite set of predicate names RPref. In the following, we assume w.l.o.g.
that RPref � ROnt, �Pref � �Ont, and VPref � VOnt. These sets give rise to
corresponding Herbrand bases consisting of all possible ground atoms that can
be formed, which we denote by HOnt and HPref, respectively. Clearly, we have
HPref � HOnt, meaning that preference relations are defined over a subset of the
possible ground atoms.

Let O be a Datalog+/� ontology and P be a set of preference formulas with
Herbrand bases HOnt and HPref, respectively. A preference-based Datalog+/�
ontology (PrefDatalog+/� ontology, or knowledge base) is of the form KB D
.O; P/, where HPref � HOnt. The semantics of PrefDatalog+/� arises as a direct
combination of the semantics of Datalog+/� and that of preference formulas. A
knowledge base KB D .O; P/ satisfies a1 �P a2, denoted KB ˆ a1 �P a2, if and only
if:

1. O ˆ a1 and O ˆ a2, and
2. ˆ W

pfi2P cond.pfi/.a1; a2/.

Intuitively, the consequences of KB are computed in terms of the chase for the
classical Datalog+/� ontology O, and the set of preference formulas P describes
the preference relation over pairs of atoms in HOnt. Considering KB D .O; P/, where
O is the ontology, and P is the set of preference formulas from the running example,
we have that:

KB ˆ educational.b1/ �P videoGame.v1/;

since O ˆ educational.b1/, O ˆ videoGame.v1/, and C1 2 P allows us to conclude
that educational.b1/ �P videoGame.v1/. On the other hand,

KB 6ˆ educational.b1/ �P educational.b2/;

since the second condition is not satisfied in this case.

Preference-Based Queries There are two kinds of preference-based queries that
can be issued over PrefDatalog+/� ontologies: skyline and k-rank. Answers to such
queries are defined as usual via substitution (functions from variables to variables
or constants) and most general unifiers [25]. We consider two kinds of classical
queries: disjunctive atomic queries (disjunctions of atoms—DAQs) and conjunctive
queries (CQs). We begin with the former: let Q.X/ D q1.X1/ _ � � � _ qn.Xn/, where
the qi’s are atoms and X1 [ � � � [ Xn D X:

• The set of skyline answers to Q is defined as:

f�qi j O ˆ �qi and À� 0 such that O ˆ � 0qj and � 0qj �P �qi; with 1 6 i; j 6 ng;

where �; � 0 are most general unifiers for the variables in Q.X/.
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scifi-book(b1,asimov)

scifi-book(b2,asimov)

fantasy-book(b3,tolkien)

puzzle(p1)

book(b1,asimov) book(b2,asimov) book(b3,tolkien)

educational(b1) educational(b2) educational(b3) educational(p1)

mmorpg(v1) actionAdventure(v2)

videoGame(v1) videoGame(v2)

Fig. 2.4 Chase graph from Fig. 2.3, augmented with information on preferences between atoms
based on the preference formulas from Example 2.2—dashed arrows denote the preference relation
that arises from that model. Marks on the upper left-hand corner indicate dominance marks
associated with different queries

• A k-rank answer to Q.X/ is defined for transitive relations �P as a sequence
of maximal length of mgu’s for X: S D .�1; : : : ; �k0/ such that O ˆ �iQ for
1 6 i 6 k0 6 k, and S is built by subsequently appending the skyline answers
to Q, removing these atoms from consideration, and repeating the process until
either S D k or no more answers to Q remain.

Note that k-rank answers are only defined when the preference relation is transitive;
this kind of answer can be seen as a generalization of traditional top-k answers [41]
that are still defined when �P is not a weak order, and their name arises from the
concept of rank introduced in [11].

Intuitively, for DAQs, both kinds of answers can be seen as atomic consequences
of O that satisfy the query: the skyline answers can be seen as sets of atoms that
are not dominated by any other such atom, while k-rank answers are k-tuples sorted
according to the preference relation. We refer to these as answers in atom form.

Returning to the running example, consider the queries:

Q1.X; Y/ D book.X; Y/ and Q2.X/ D educational.X/:

The �P relation is depicted in Fig. 2.4 (the arcs with dashed lines denote the ordered
pairs in the relation). The set of skyline answers to Q1 is: fbook.b1; asimov/g, while
for Q2, it is feducational.p1/, educational.b1/, educational.b2/g. A 3-rank answer
to Q1 is:

.book.b1; asimov/; book.b2; asimov/; book.b3; tolkien//:

For Q2, a 3-rank answer is

.educational.p1/; educational.b1/; educational.b2//:
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Finally, the query

Q3 D puzzle.X/ _ videoGame.X/

yields fpuzzle.p1/, videoGame.v2/g as skyline answers, and a 3-rank answer is

fpuzzle.p1/; videoGame.v2/; videoGame.v1/g:

In the case of (non-atomic) conjunctive queries, the substitutions in answers no
longer yield single atoms but rather sets of atoms. Therefore, to answer such
queries relative to a preference relation, we must extend the preference specification
framework to take into account sets of atoms instead of individual ones. One such
approach was proposed in [45], where a mechanism to define a preference relation
over tuple sets �PSW 2HPref 	2HPref is introduced. We will not discuss this further here;
[26] includes a treatment of their complexity and briefly describes how methods
from the relational databases literature can be applied to answer them.

The Preference-Augmented Chase (prefChase) To compute skyline and k-rank
answers to queries over a PrefDatalog+/� ontology KB D ..D; ˙/; P/, an augmented
chase forest is used, which is comprised of the necessary finite part of the chase for-
est relative to a given query that is augmented with an additional kind of edge called
preference edges—these occur between nodes labeled with a; b 2 chase.D; ˙/ if
and only if a �P b. Finally, when an edge is introduced between nodes whose
labels satisfy Q, the node with the incoming edge is marked. Figure 2.4 shows
prefChase.KB; Q/ for the PrefDatalog+/� ontology from the running example;
for illustrative reasons, markings for three different queries have been included
in the figure: book.X; Y/ (check mark), educational.X/ (star), and videoGame.X/

(diamond).
This data structure can directly be used to answer queries. Obtaining the node

markings consists of almost all of the work towards answering a skyline query; all
that remains to be done is to go through the structure and find the nodes whose labels
satisfy the query and, if unmarked, add them to the output. For k-rank queries, the
query answering process involves iterating through the computation of the skyline
answers, updating the result by appending these answers in arbitrary order, and
removing the nodes and edges involved in the result from the chase structure; finally,
before the next iteration, the node markings need to be updated.

As an upper bound on the cost of these procedures, both kinds of queries can
be answered in time quadratic in the cost of building the classical chase (in the
data complexity) [26]—this cost depends on the fragment of Datalog+/� used in
the underlying ontology, but the overhead imposed by the markings and preference
edges to obtain the preference-augmented chase is clearly at most quadratic.
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2.2.3 Models for Uncertain Preferences

There are several ways in which uncertainty can be incorporated into models
for preference-based reasoning in the databases tradition. We will provide a brief
overview of the two that are most relevant to this work.

PP-Datalog+/� The first model we will review is called Probabilistic Preference-
based Datalog+/� [27, 30]. It is an extension of PrefDatalog+/�, where the main
idea is to combine it with the probabilistic extension proposed in [17]; for the
purposes of this discussion, the only important aspect of the latter is that any atomic
inference can be assigned a probability with which it holds—such probability values
naturally induce a weak order over the elements, under the assumption that more
probable inferences are more preferable in that model.

The presence of two preference models—an SPO provided by the user and a
weak order induced by the probability values—then poses the problem of how
to order the results of a query. Figure 2.5 illustrates this situation in the domain
of Example 2.1. As usual, the SPO represents the user’s preferences, while the
probability values could indicate, for instance, the probability that each book will be
delivered in time. Note that books b2 and b4, which are the top two picks, have the

book(b2,asimov) book(b4,tolkien)

book(b6,asimov)

book(b3,tolkien)book(b1,asimov)

book(b5,tolkien)

0.98 0.90

book(b3,tolkien)

0.55

book(b1,asimov)

book(b6,asimov) book(b5,tolkien)

0.82

0.42

book(b2,asimov)

0.10

book(b4,tolkien)

Fig. 2.5 Top: Strict partial order provided by the user; Bottom: Weak order arising from the
probability values shown (under the assumption that more probable inferences are preferred in
that model). For clarity, edges arising from the transitive closure are not shown
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lowest probabilities; in this case, it seems that the user would be best off choosing
book b6, which is the next preferred and has a very high probability of reaching
them in time.

In order to formalize this, the concept of preference combination operators is
introduced in [30]. The goal of such operators is to produce a new preference
relation that satisfies a set of basic properties. Two classes of operators are proposed:
(1) Egalitarian operators allow the resulting relation to eventually resemble either
the SPO or the probability-based orders; (2) User-biased operators, on the other
hand, base the resulting preference relation on the user’s preferences, and use the
probabilistic model as a secondary source of “advice”. Of the specific operators
defined for each family in [30], though the theoretical complexity of the algorithms
is similar, the actual properties of specific inputs—such as edge density, size of
skylines in the SPO, and number of ties in the weak order—greatly affect their
running time in practice.

PPLNs The other model that we would like to mention here is that of Proba-
bilistic Preference Logic Networks [28], which is also known as Markov Models
over Weighted Orderings [31]. Like PP-PrefDatalog+/�, PPLNs combine user’s
preferences with probabilistic uncertainty; however, this is done in a very different
way: users provide preference formulas that are Boolean combinations of atomic
statements of the form “a � b”, and each formula receives a weight. This allows
us to model situations that are characterized by: (1) the fact that we only have
information on certain pairs of elements; and (2) the uncertainty underlying the
information provided—users are much more likely to express preferences that are
subject to exceptions than ones that hold all the time.

The semantics of PPLNs is based on Markov Random Fields (MRFs), a classical
model for representing distributions over possible worlds; instead of having possible
worlds arising from truth assignments to Boolean variables, possible worlds in the
PPLN approach are linear orderings, so their number is factorial in the number
of elements instead of exponential. Computing the probability of a preference
statement issued as a query to a PPLN has been shown to be #P-hard [28], so
two approaches based on results from the mathematical branch of order theory
are investigated to tackle intractability: approximations via approximate model
counting (yielding a fully polynomial randomized approximation scheme under
fixed-parameter assumptions) and exact approaches via exact counting that work
for specific fragments (yielding a fixed-parameter polynomial time algorithm).

Another approach to tractable query answering in these models was proposed
in [31], where variable elimination algorithms inspired by those for related models
like Bayesian networks were investigated and empirically evaluated. For chain
models (in which weighted preference statements taken as a whole form sets of
concatenated formulas), a cubic time algorithm is proposed and empirically shown
to scale well—queries can be answered in under a minute for models of up to
2500 elements. For the more general case of models consisting of weighted atomic
statements (and queries/evidence consisting of conjunctions of such formulas), an
algorithm is proposed that, although of exponential running time, has the linear cut
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size of the model (a measure similar to treewidth) as dominating factor. Empirical
evaluations of this algorithm show that tractability is much more elusive than for
chain models; however, even simple heuristics based on minimizing linear cut size
have a large impact both on running time and the size of the data structures that must
be maintained.

2.3 Preferences à la Philosophy and Related Disciplines

Preferences in philosophy have received much attention, as far back as Aristotle,
perhaps because they constitute a purely subjective evaluation of the elements
in question. In contrast to the approach taken in databases as described in the
previous section, the tradition in philosophy and related disciplines is to consider
preferences over elements that are mutually exclusive—the most common sets
of elements, especially in disciplines borne out of philosophy, such as logic and
decision theory, are states of the world, which can be represented as vectors of values
for a set of variables. For instance, one might prefer sunny weather on weekends
over sunny weather on weekdays. Note that, in general, this leads to large sets of
alternatives, since these are comprised of the Cartesian product of the domains of
all variables. This is quite different from the simpler view taken in databases and
related approaches, where atomic elements are typically (but not always) referred
to in preference relations. In contrast, the philosophical tradition does not exclude
reasoning about atomic elements—the separation implied by dividing the discussion
into two separate sections of this chapter is merely a practical one.

Since this conception of preference modeling is somewhat less related to the tools
developed in this book, here, we will only review the CP-nets model.

CP-Nets This model, first proposed in [6], is designed to represent preferences
over possible worlds much in the same way as probabilities are represented in
Bayesian networks. Their name comes from either conditional preference or ceteris
paribus (meaning “all else being equal”)—variables have corresponding nodes in a
directed graph, and conditional tables state preferences between the different values
that they can take, given values for the variables that are directly connected by
incoming edges in the graph. The set of outcomes is comprised of all possible
settings of the variables in the model. The semantics of CP-nets is given by the
concept of worsening flip between outcomes; given two outcomes that differ in only
one value, the values that remain fixed allow the ordering of the pair according to the
relevant conditional preference table(s)—this is where “ceteris paribus” comes into
play. An outcome is said to dominate another, if there is a sequence of worsening
flips from the first to the second.

The two main reasoning tasks associated with CP-nets are: deciding whether
one outcome dominates another (dominance query), and deciding whether a given
outcome is optimal (outcome optimization). The following example illustrates these
concepts.
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Type

Food

Wine

áfrench, pasta, pinotñ

áitalian, pasta, pinotñ

áitalian, pasta, merlotñ

french, meat, merlot

áfrench, pasta, merlotñ áitalian, meat, merlotñ

áitalian, meat, pinotñ

áfrench, meat, pinotñ

italian    french

Type= italian : pasta    meat 

Type= french :  meat   pasta 

Food=pasta : pinot-noir    merlot

Food=meat : merlot    pinot-noir

Fig. 2.6 Top: A simple CP-net specifying preferences over restaurant types, foods, and wine.
Bottom: Graph of all possible outcomes; edges denote preference between outcomes

Example 2.3 Consider the toy example CP-net depicted in Fig. 2.6 (top), containing
three variables relevant to the restaurant domain: restaurant type, foods, and wine—
all variables are binary in order to keep the example simple.

According to this CP-net, the user prefers Italian restaurants over French ones;
if they are in an Italian restaurant, then pasta is preferred over meat, and the other
way around, if the restaurant is French. Finally, when having pasta, Pinot Noir is
preferred over Merlot, whereas the opposite holds when having meat.

Figure 2.6 (bottom) specifies all possible worsening flips between outcomes,
from which the full preference relation can be obtained. For example, outcome
hitalian; meat; merloti is preferred over hitalian; meat; pinoti, because of the first
entry in the conditional preference table for the Food variable, which specifies that
when having meat, Merlot is preferred over Pinot Noir.

For this model, note that outcome hitalian; pasta; merloti dominates outcome
hfrench; meat; merloti since there is a sequence of worsening flips of length two
that goes through hitalian; meat; merloti. Finally, outcome hitalian; pasta; pinoti is
optimal, since there is no other outcome that dominates it. �
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CP-nets were later generalized by CP-theories [43], which are sets of conditional
preference statements that allow the specification of a set of variables for which the
value does not matter—CP-nets are thus captured by the case in which these variable
sets are empty.

Extensions of CP-Nets and CP-Theories with Ontologies In [13], the onto-
logical CP-net model is presented, in which variables correspond to description
logic axioms whose values are simply satisfied/not satisfied. Later, in [14], a
similar approach was developed to inform how answers to queries over Datalog+/�
ontologies should be ranked, focusing on skyline and k-rank answers. Finally, this
line of research was extended to work with CP-theories in [15], studying the
data and combined computational complexity of the different reasoning tasks for
different fragments of Datalog+/�.

CP-Nets for Modeling Preferences Under Uncertainty CP-nets have also more
recently been extended with probabilistic uncertainty [4, 12], both over the
structure of the graph as well as the preference tables. The main reasoning tasks
in probabilistic CP-nets are the computation of the probability of dominance of one
outcome over another, computing the probability that a given outcome is optimal,
finding the most probable optimal outcome, and computing the most probable
induced (classical) CP-net.

2.4 Final Notes

Preferences and Groups The area of modeling different kinds of groups is
quite related to the study of preferences. For instance, social choice focuses on
mechanisms for finding the decision that is best for a group as a whole by combining
the opinion of individuals; this has been the topic of study in different fields, like
mathematics, economics, politics, and sociology for decades [35, 42]. Other areas
related to social choice are multiagent systems [44], recommender systems [2,
34, 40], rank aggregation [16], and combining incomplete preferences [1, 24, 36].
Finally, there is also an approach based on Datalog+/� for query answering with
group preferences that was recently proposed in [29].

Preferences and Provenance This work is also closely connected to the study and
use of provenance in information systems and, in particular, the Semantic Web and
social media [3, 33]—provenance refers to the description of the history of data in
its life cycle, and it is also sometimes referred to as lineage. Research in provenance
distinguishes between data and workflow provenance: the former explores the data
flow within applications in a fine-grained way, while the latter is coarse-grained and
does not consider the flow of data. Another classification is typically considered in
the provenance literature is the why, how, and where framework [10]. As we will
see in Chap. 3, our data models incorporate provenance information via registers that
store information about the origin of each report, allowing us to take into account
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where evaluations within a social media system come from (such as information
about who has issued the report, their origin, and what their preferences were at the
time), and leverage this information to allow users to make informed provenance-
based decisions.

For a more comprehensive review of the many aspects associated with reasoning
with preferences, the interested reader is referred to [38] and [20].
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