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Abstract. This paper describes FlowServer, a Java-based framework which
allows the vertical integration of workflow into any Java application. FlowS-
erver provides a scripting language which combines an interpreter for a subset
of the Java programming language with process abstractions as found in
workflow definition languages. This approach integrates access to compiled
software components on the Java platform and other platforms (through any
Java-based middleware). We first describe different FlowServer-based appli-
cation architectures. Then we give an overview of the workflow definition
language provided by the framework. Finally, we briefly discuss a few design
and implementation characteristics.

1   Introduction and Related Work

Business applications (implemented in Java or not) typically belong to the category
of forms-based applications. Forms-based applications present the user with forms
or tables of fields for viewing, entering and modifying business data. Forms-based
applications usually implement more or less modal interfaces to processes or
workflows which a user passes through to perform a certain task.
A variety of workflow management systems (WFMS, e.g. [8, 9, 16]) for imple-
menting forms-based applications realizing business-processes already exist (e.g. [2,
7, 14]). Some of these systems have also started to integrate Java as implementation
platform (e.g. [3]). However, such WFMS cannot be embedded into Java-based
applications, because they do not offer the necessary interfaces and because appli-
cations often do not need the features of the rigid workflow architectures offered by
these systems. A seamless and flexible vertical integration of workflow-oriented
components into Java applications is useful for two main reasons:
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� Forms-based applications implementing business processes are required to inte-
grate a variety of software components on the basis of varying middleware (e.g.
EJB, RMI, Corba, JDBC [13, 15]).

� User and integration requirements are too specific to be implemented using a
general-purpose workflow management system.

To fulfil these requirements, an embeddable process- or workflow-oriented compo-
nent should possess the following characteristics:

� lightweight: The component should not force the embedding application to incor-
porate any element of a full-featured workflow management architecture (e.g. a
database for persistent workflow state) beyond the notion of processes and activi-
ties.

� scripted: The component should provide a scripting-based workflow definition
language (WDL) which allows the flexible adaptation of the processes/workflows
using classes of the embedding application and the Java platform.

The FlowServer framework was designed to possess these characteristics and pro-
vides a set of classes for specifying, interpreting and executing processes consisting
of activities.
Motivation for the approach described here was an existing software product based
on a distributed software architecture. Whenever the product was introduced in a
new company, the implemented business processes had to be adapted. This was
difficult, because the business processes provided by the product where imple-
mented using an object-oriented metaphor. Thus, we needed an embeddable, ap-
proach to scripting-based implementation of business processes which could be
adapted without changing any application classes.
The FlowServer framework provides an interpreted workflow definition language
(WDL). This WDL provides workflow-specific abstractions (process/activity defi-
nitions, process/activity state), where activity definitions consist of blocks of Java
source code. These Java code blocks are executed depending on the state of the
according activity instances. At execution time, this code is interpreted using a Java-
based interpreter [10, 11] for a subset of the Java programming language.

2   FlowServer Application Architectures

Usually, forms-based (Java) applications follow a simple architectural pattern where
the user interacts with a user interface created by the application. The application
itself is coarsely separated into classes implementing application logic and classes
implementing the user interface.2  The flow of the business processes supported by
the application is implemented by the application classes. This approach has several
disadvantages: The implementation of the business processes is distributed over a
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number of classes. Also, it is difficult to change the business processes since their
implementation is distributed over the application classes. Finally, the flow of the
actual business processes is hard to understand, because the business processes are
implemented using an object-oriented paradigm instead of using a process-oriented
paradigm.
The FlowServer framework allows applications to „factorize“ the business process
implementation into process definitions (see Figure 1). These are executed by a flow
engine as part of the framework. The advantages are obvious: Business processes
are implemented in an independent subsystem of the architecture using a process-
oriented metaphor. Because the business processes are implemented using a script-
ing approach, business processes can be changed independently of the development
cycle of the embedding application.
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Fig.  1. A generalized picture of a FlowServer-based application architecture.

The basic operation of the FlowServer framework is simple: A flow engine executes
processes (see Figure 5 for an example).3 A process consists of activities and further
processes (i.e. subprocesses). An activity is the atomic unit of execution.4 When the
user makes a transition from one activity to the next, this next activity „is executed“
and the user can interact with the result of that execution. The nature of that result
depends entirely on the activity definition: Usually, it is a window displaying data or
some entry form and some change in the process or activity state.
The user can then view and interact with the data displayed in the user interface.
Whenever the user feels ready to move on, she chooses the next activity from a list
of activities according to the activity map (i.e. the process structure) which is dis-
played in a separate user interface element.
An application embedding the FlowServer framework must provide a user interface
for choosing a process, and for navigating within the specified process structure.
The application must also redirect the navigation requests of the user to the flow
engine which in response executes the chosen target activity (or subprocess).
This is how  the engine „executes“ an activity: An activity as part of a process is
defined by means of different scripts and activity variables which keep the state of
an activity instance during process execution. A script consists of Java statements
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and expressions. Which of the defined scripts of an activity is executed depends on
the state of the corresponding activity instance. There are scripts for startup, first-
time execution, repeated traversal and teardown of an activity instance. Scripts typi-
cally access „business objects“ implementing the actual application logic (e.g. non-
visual JavaBeans), gather data from objects implementing application logic, alter
process/activity state, and create a user interface for viewing and modifying the
gathered data (e.g. using visual JavaBeans). Figure 2 summarizes the resulting
standalone application architecture.
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Fig.  2. The architecture of a FlowServer-based application.

We assumed that standalone applications embedding FlowServer components re-
quire no distributed services. For applications in an enterprise environment this is
hardly ever the case. Rather, business processes implemented by an application use
and integrate services of local and remote business objects or database servers.
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Fig.  3. A FlowServer-based application architecture in a distributed environ-
ment.

Access to remote objects and services through any Java middleware products is
supported by the FlowServer framework, because the activity scripts provide full
access to the Java platform and all available classes (they are Java code, as a matter



of fact). Thus, it is possible to use arbitrary middleware services from within proc-
esses and activities (see Figure 3), as long as the according middleware implemen-
tations (i.e. Java classes) are accessible for the application (i.e. either through the
classpath environment or through some network class loader).
A higher degree of distribution can be achieved, if process execution and user inter-
action of the FlowServer-based application are distributed (see Figure 4): The flow
engine is part of a server application which manages client connections, request
handling, etc., and executes server-side processes on behalf of clients. As a result,
multiple clients can connect to the server. A client software is responsible for dis-
playing the user interface generated for the current activity, for displaying the list of
next activities and for handling the according user inputs.
There are several choices of protocols for the exchange of user interface descriptions
and data between  the client software and the application server. The chosen proto-
col also determines form and content of the user interface description residing on the
server-side:

1. The client can be a HTML-browser. User interface descriptions are HTML-forms,
the protocol used between the client and the server is HTTP [6]. The application
server offers Servlets to deliver the according HTML-pages which are stored with
or rendered dynamically by the application classes.

2. The client can be an applet in an HTML-Browser or a standalone Java applica-
tion. The used protocol can be a proprietary protocol for user interface descrip-
tion and data exchange (e.g. using XML [1], or ULC [5]) based on Corba, RMI or
any other middleware for the Java platform.

3. The client can be an arbitrary standalone application implemented in an arbitrary
programming language. Then the protocol used can be a proprietary protocol for
user interface description and data exchange based on Corba as middleware.
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Fig.  4. Server-side process execution and client-side user interaction.

The FlowServer framework currently provides support for creating multithreaded
servers which manage client connections based on Corba. These classes handle
client representations on the server, multiple processes for each client, the associa-
tion of clients with processes and of processes with engines executing them.
The implementation of the client presenting the user interface and its interaction
with the server managing the engines for the executed processes is left open. This
interaction includes requesting the server to start a process or advance within a pro-
cess, providing data that the user has entered or modified to the server, and proc-
essing the user interface descriptions delivered by the server.

3� The FlowServer Workflow Definition Language

The FlowServer WDL allows to define processes which are executed by a flow
engine (see Figure 5). A process definition consists of two parts: The activity defini-
tion part defines the different activities of which a process consists. The structure
definition part defines different sequences of the defined activities which the user
can pass through.
A process can declare local data to keep a process state which is accessible to all
activities of the process. A process structure always consists of exactly one start
activity and exactly one end activity.
An activity is defined by means of different scripts, where each script is executed
according to the state of an activity instance which is created from the definition.
There is a startup script (executed at instance creation time), an execute script (exe-
cuted exactly once when an instance is passed through for the first time), a traverse
script (executed if an instance is passed through repeatedly) and a teardown script
(executed when the instance is destroyed). Furthermore, there are precondition and
postcondition scripts which determine whether an instance can be executed and
whether the execution was successful. The activities defined as part of the process in
Figure 5 use postconditions to call validation routines of the used software compo-
nents.
The scripts consist of Java source code, which is interpreted when the flow engine
executes an activity. For interpreting this Java source code, the FlowServer frame-
work uses the Iava interpreter [10, 11]. The Iava interpreter implements a strict
subset of the Java programming language. This subset is best descibed as follows:
Any code in a Iava script can be used as method body in a Java class declaration
without change. Any function defined in a Iava script can be used as method decla-
ration in the body of a Java class declaration.
Iava offers mechanisms for tight integration with the embedding class. In the case of
the FlowServer framework, this is the flow engine. Local process data keeping proc-
ess state as well as local activity data keeping activity state is declared using Java
data types which can be used directly within scripts.



The example in Figure 5 defines a process for booking a flight. The process consists
of activities for entering the passenger data, choosing the flight details. After
choosing the flight, it has to be paid by credit card. Users can cancel the process at
any time by proceeding to the last activity of the process.

process BookFlight {
local data { // process state

Person passenger; ReservationSystem host;
FlightChooser flight; CreditCardTransaction credit;

}
activities { // definition of activities

activity EnterPassenger display name "Enter Passenger Data" {
execute {

passenger=new Passenger();
passenger.openEntryWindow();

}
postcondition {

boolean valid=passenger.validateInput();
if (valid) passenger.closeEntryWindow();
return valid;

}
}
activity ChooseFlight display name "Choose a Flight" {

execute {
host=new ReservationSystem();
host.connectTo("swissair");
flight=host.getFlightChooser();
flight.openEntryWindow();

}
postcondition {

boolean valid=flight.validateInput();
if (valid) flight.closeEntryWindow();
return valid;

}
}
activity Pay {

execute {
credit=new CreditCardTransaction(passenger.getName());
credit.openEntryWindow();

}
postcondition {

boolean valid=credit.validateInput();
if (valid) credit.closeEntryWindow();
return valid;

}
}
activity Finish {

input data {
boolean commit;

}
execute {

if (commit) {
credit.commitPayment();
if (credit.isPaid()) host.bookFlight(passenger,flight,credit);

}
}

}
}
structure { // definition of activity map

first EnterPassengerData;
after EnterPassengerData: (ChooseFlight or Finish mapping(false to commit));
after ChooseFlight: (Pay or Finish mapping(false to commit));
after Pay: Finish mapping(true to commit);
last: Finish;

}
}

Fig.  5.  A complete process definition in FlowServer WDL.

The last activity “Finish” is parameterized with a boolean flag “commit” which is
passed according to the transition used to reach the last acitivity. Only if a flight has
been chosen and paid for, the finish activity is invoked with a “true” value for com-



mitting the booking. If the user choses to proceed to the finish from some earlier
position in the process, “false” is passed meaning that no booking can be committed.
In the example, we assume existence of different “business objects” which are real-
ised as JavaBeans. For reasons of simplicity, we assume that these JavaBeans also
implement the user interface for entering and viewing data they represent. The “Per-
son” bean represents data for a passenger. The “ReservationSystem” bean represents
the host reservation system (resp. a connection to it) and delivers services such as a
list of flights to a certain destination, a schedule of flights for a certain date, etc. The
“FlightChooser” bean provides a graphical user interface for displaying and modi-
fying the data delivered by the “ReservationSystem” bean. Finally, the “Credit-
CardTransaction” bean provides user interface and logic for processing and per-
forming online credit card transactions.
The fact each process must begin with a specified activity (“first”) and end with
another specified activity (“last”) allows developers to formulate complete processes
with transactional behaviour (as in Figure 5 where the booking is committed upon
successful completion of the process).
The example shows a few further features of the FlowServer WDL which we will
not discuss here for reasons of brevity.

4   Design and Implementation of the FlowServer Framework

The FlowServer framework implementation follows a three-layered approach which
is reflected in the package hierarchy of the framework: The design layer (package
flowserver.design, 10 interfaces) consists of interface definitions, where each
interface represents a core abstraction of the framework (e.g. definition, instance,
activity definition, activity instance, process definition, process instance, flow en-
gine, etc.).
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The abstract implementation layer (package flows-

erver.implementation.base, 6 classes) provides mostly abstract classes which
serve as implementation base for one or more concrete implementations. The con-
crete implementation employing the scripting approach based on the workflow defi-
nition language and the Iava interpreter as described in the previous section is lo-
cated in the concrete implementation layer (package flows-

erver.implementation.wdl, 10 classes). This concrete implementation groups
some more functionality in subpackages (flowserver.implementa-
tion.wdl.browser, 6 classes, flowserver.implementation.wdl.client-
server, 6 classes, 1 interface, flowserver.implementation.wdl.parser, 35
mostly parser-related classes). The WDL parser was implemented using JavaCC
[12].
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The abstract implementation layer and the concrete implementation are character-
ized by a high degree of design pattern density [4]: Used patterns include Strat-
egy/Template Method (for executing the different scripts of an activity), Interpreter
(for the WDL-interpreter), Visitor (for the WDL parse tree), Composite (for proc-
esses/subprocesses), Facade (for hiding details of interpreting the WDL), Mediator
(for the flow engine executing activities and processes), Factory/Builder (for creat-
ing process/activity instances from definitions).
An embedding application class only has to interface with three classes of the con-
crete implementation layer (see Figure 7): The WDLRepository acts as a facade
for having the WDLInterpreter create and for managing WDLProcessDefini-
tion objects. The WDLFlowEngine is the mediator which manages the execution
of processes and their activities. The flow engine creates a memento of the current
state of process execution by means of WDLControlItem objects which are used to
display the process navigation to the user.

5   Conclusions

In this paper we have described the FlowServer framework which allows the vertical
integration of workflow-oriented processing based on a scripting approach into any
Java application. The framework provides a workflow definition language which
integrates with an interpreter for a subset of the Java programming language [10,
11]. This 1approach combines the advantages of workflow-based modeling of busi-
ness processes with the advantages of a scripting approach for the Java platform.
Scripts “glue” together existing software components and do this using Java syntax
and semantics with access to the complete Java platform. We have chosen to inte-
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grate the scripting-based implementation of functionality with the structural defini-
tion of processes in the WDL. Alternatively, the WDL could have been designed to
only define the structure of processes based on compiled software components (i.e.
JavaBeans) implementing the functionality.
It was a design goal to provide a “lightweight” notion of workflow which can be
integrated into applications already implementing object persistence, mapping of
processes to organizations, and other characteristics of workflow systems [8].
FlowServer is successfully used as basis for a process-based application server using
business objects and user interface descriptions provided by a Smalltalk-/Corba-
based server in the financial domain.
Future work mainly aims at improving the expressiveness and the ease-of-use of the
FlowServer WDL. This includes, for example, a graphical workflow editor which
provides a more intuitive interface for creating process definitions than the purely
textual WDL. Further research is directed towards integrating the FlowServer
framework with distribution-transparent user interface frameworks (e.g. XML-based
technologies [1]).
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